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Vorwort
Der 29. Workshop ”Grundlagen von Datenbanken“ (GvDB) fand vom 30.05.2017
bis 02.06.2017 im Schlosshotel in Blankenburg im Harz statt. Dieser Workshop wird
bereits seit 1989 jährlich ausgerichtet. Organisiert wurde der Workshop in diesem
Jahr von meinem Bereich Datenbanken am Fachbereich Automatisierung und
Informatik an der Hochschule Harz in Wernigerode.
Ich bedanke mich herzlich für die finanzielle Unterstützung durch die Gesellschaft
für Informatik. Der viertägige Workshop wird vom GI-Arbeitskreis Grundlagen von
Informationssystemen im Fachbereich Datenbanken und Informationssysteme
(DBIS) veranstaltet. Er richtet sich insbesondere an Nachwuchswissenschaftler und
Nachwuchswissenschaftlerinnen, die sich theoretisch, konzeptionell oder methodisch
mit Datenbanken und Informationssystemen auseinandersetzen. Aktuelle
Forschungs- und Anwendungsgebiete mit Datenbankbezug sind ebenso
willkommen. Die adressierten Themengebiete sind vielfältig und betreffen
zunehmend mehr und mehr Überschneidungen zu angrenzenden Fachgebieten und
Anwendungsbereichen.
Aus den Einreichungen wurden 11 wissenschaftliche Beiträge nach einem ReviewProzess zur Präsentation auf dem Workshop ausgewählt. Zusätzlich konnten 3
Keynotes in das Programm aufgenommen werden sowie ein Vortrag über die GI und
die GI-Fachgruppe Datenbanken und Informationssysteme.
Die ausgewählten Beiträge umfassen sowohl hardwarenahe Themen (wie etwa
Buffer-Management oder Datenmanagement in hybriden GPU/CPU Systemen), Big
Data-Anwendungen (wie etwa Stream Processing), Cloud Databases (etwa
Encryption oder Parallelverarbeitung) als auch spezielle Anwendungen (etwa
Scientific Data Integration Workflows).
Die Keynotes behandelten aktuelle Themen im Bereich Datenmanagement. Prof.
Volker Markl von der TU Berlin und dem DFKI eröffnete den Workshop mit seiner
Keynote “Big Data Management and Apache Flink: Key Challenges and (Some)
Solutions” über die zentralen Herausforderungen beim Management von Big Data,
die erreichten Lösungen, die Apache Flink bereitstellt und beleuchtete offene
Forschungsaspekte und Fragestellungen. Gleichzeitig gab er hilfreiche Hinweise und
Anregungen aus seinem Erfahrungsschatz über sinnvolle Herangehensweisen bei der
Durchführung von Forschungsaufgaben insbesondere im Rahmen von
Doktorarbeiten.
Prof. Johann-Christoph Freytag von der Humboldt-Universität zu Berlin erläuterte in
seinem Vortrag “Query Processing on modern CPUs” Möglichkeiten der
Anfrageoptimierung im Umfeld moderner Hardware. Darüber hinaus wurden den
Doktoranden auch von ihm interessante Einblicke und nützliche Erkenntnisse über
die Datenbankforschung vermittelt.
Dr. Matthias Lange vom Leibniz-Institut für Pflanzengenetik und
Kulturpflanzenforschung (IPK) gab eine Übersicht über den Forschungsstandort in
Gatersleben und beleuchtete den Einsatz von Datenbanken im Umfeld der
vielfältigen Daten, die dort in sehr großem Maß in unterschiedlichen Bereichen
anfallen und die es sinnvoll zu nutzen und verwalten gilt.
Mitherausgeber und Sprecher des GI-Arbeitskreises GRUNDIS Prof. Günther
Specht informierte in seinem Vortrag über die Gesellschaft für Informatik (GI), die
Arbeit in den Fachgruppen und über den GvDB-Workshop.
Ein Programmpunkt anderer Art war der DrumCircle mit historischen Instrumenten
bei Peter Grunwald, dem Leiter der Musikakademie in Sachsen-Anhalt, welcher in
Musikakademie und Museum Kloster Michaelstein stattfand. Der Besuch der
Musikausstellung des Museums, die Besichtigung der romanischen Klosteranlage
dieses ehemaligen Zisterzienserklosters und der Klostergärten sowie der Fischteiche
beim Klosterfischer waren in diesem Ausflug enthalten.
Eine abendliche Mondscheinführung durch die an das Hotel angrenzenden barocken
Schlossgärten rundete an diesem Tag das Programm ab.
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Weiterhin sorgte eine Wanderung auf und entlang der “sagenhaften” Teufelsmauer
von dem Hotel nahegelegenen Heidelberg in Blankenburg auf einem
beeindruckenden Abschnitt des Teufelmauerstiegs, der über Felsformationen wie
Großmutter- und Großvaterfelsen, Löbbeckefelsen, Turnerfelsen, Teufelsturm,
Caesarfelsen, Hexenküche, Heidelbergwarte, Fuchsfelsen, Gewittergrotte, Hohe
Sonne und Ludwigsfelsen zum Hamburger Wappen führt, für den körperlichen
Ausgleich. Die Felsen der Teufelsmauer sind mehr als 80 Millionen Jahre alt. Es
handelt sich um eine geologische Störung am Ende der Kreidezeit vor ca. 65
Millionen Jahren und dem darauffolgenden Tertiär, so dass die Felsen im Rahmen
dieser
Harznordrandverwerfung
gekippt
und
steil
aufgestellt
eine
Schichtrippenlandschaft formten.
In diesem Jahr wurde außerdem ein Conference Childcare Service angeboten. Drei
Kinder von Vortragenden im Alter von elf Monaten, zweieinhalb und fünfeinhalb
Jahren konnten während des Workshops tagsüber Kindergarten und Kita in
Blankenburg besuchen, so dass es den PhD-Studierenden bzw. Doktoranden möglich
war am Workshop teilzunehmen, an den fachlichen Diskussionen mitzuwirken und
ihre Vorträge zu präsentieren. Das Team des Tagungshotels erwies sich als sehr
kinderfreundlich. Ich danke für die Hilfe bei der Organisation. Dem Prorektor für
Gleichstellung an der Hochschule Harz Prof. Jens Weiß danke ich für die
Unterstützung.
Ich danke allen Beteiligten für die erfolgreiche Durchführung des GvDB 2017: den
Autoren und Autorinnen, den Gastrednern, den Mitgliedern des Programmkomitees
sowie den weiteren Gutachtern und den Mitarbeitern und Mitarbeiterinnen des
Tagungshotels sowie den Mitarbeiterinnen und Mitarbeitern an der Hochschule
Harz, die mich hilfreich unterstützt haben. Herzlichen Dank auch den Session Chairs
Günther Specht, Lena Wiese, Holger Schwarz sowie Stefan Conrad für die
Mitgestaltung des Workshops.
Im nächsten Jahr wird Prof. Stefan Conrad von der Universität Düsseldorf mit seiner
Arbeitsgruppe den 30. GI-Workshop GvDB organisieren. Ich wünsche schon jetzt
viel Erfolg.

Kerstin Schneider

Juni 2017
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Big Data Management and Apache Flink: Key Challenges
and (Some) Solutions
[Abstract]
Volker Markl
TU Berlin and DFKI, Germany

volker.markl@tu-berlin.de
.

ABSTRACT

About the Author

The shortage of qualified data scientists is effectively limiting Big
Data from fully realizing its potential to deliver insight and
provide value for scientists, business analysts, and society as a
whole. In order to remedy this situation, we believe that novel
technologies that draw on the concepts of declarative languages,
query optimization, automatic parallelization and hardware
adaptation are necessary. In this talk, we will discuss several
aspects of our research in this area, including results in how to
optimize iterative data flow programs, optimistic fault-tolerance,
and steps toward a deep language embedding of advanced data
analysis programs. We will also discuss how our research
activities have led to Apache Flink, an open-source big data
analytics system, which by now has become a major data
processing engine in the Apache Big Data Stack, used in a variety
of applications by academia and industry.

Volker Markl is a Full Professor and Chair of the Database
Systems and Information Management (DIMA) group at the
Technische Universitat Berlin (TU Berlin), director of the
research group “Intelligent Analysis of Massive Data” at the
German Research Center for Artificial Intelligence (DFKI), and
speaker of the Berlin Big Data Center (BBDC). Earlier in his
career, Dr. Markl lead a research group at FORWISS, the
Bavarian Research Center for Knowledge-based Systems in
Munich, Germany, and was a Research Staff member & Project
Leader at the IBM Almaden Research Center in San Jose,
California, USA. Dr. Markl has published numerous research
papers on indexing, query optimization, lightweight information
integration, and scalable data processing. He holds 19 patents, has
transferred technology into several commercial products, and
advises several companies and startups. He has been speaker and
principal investigator of the Stratosphere research project that
resulted in the "Apache Flink" big data analytics system. Dr.
Markl currently serves as the secretary of the VLDB Endowment
and was elected as one of Germany's leading "digital minds"
(Digitale Köpfe) by the German Informatics Society (GI). Volker
Markl and his team earned an ACM SIGMOD Research Highlight
Award 2016 for their work on implicit parallelism through deep
language embedding.
.
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Query Processing on modern CPUs
[Abstract]
Johann-Christoph Freytag
Humboldt-Universität zu Berlin,
Germany

freytag@informatik.huberlin.de
.

ABSTRACT

About the Author

This talk consists of two parts both relating to the challenge how
to better take advantage of fine-grain parallelism that comes with
today’s modern CPUs. After a general introduction about the
changes in hardware over the last two decades, we show in the
first part of the talk how to accelerate the processing of tree-based
index structures by using SIMD instructions. We adapt the B+Tree and prefix B-Tree (trie) by changing the search algorithm on
inner nodes from binary search to k-ary search. We develop
adaptations of tree structures that satisfy the specific constraints of
SIMD instructions. We present algorithms for transforming the
original tree layout into a SIMD-friendly layout. Our adapted B+Tree speeds up search processes by a factor of up to eight for
small data types compared to the original B+-Tree using binary
search. Furthermore, our adapted prefix B-Tree enables a high
search performance even for larger data types. The second part of
this talk focuses on the problem of how to find the best
partitioning of a given query execution plans and data into tasks
to perform an optimal (query) execution on multiple CPU cores.
Therefore, we first present a classification of existing approaches
in various DBMSs as a basis to develop a generic Query Task
Model (QTM) for query execution. This model opens up a design
space for scheduling parallel task execution thus making different
existing approaches comparable. Based on QTM we show that
existing execution schedules do not guarantee the fastest
execution on multiple cores – at the same time it allows us to
characterize those best (fastest) execution schedules based on (the
ratio
of)
data
locality
and
instruction
locality.
This work was done together with Steffen Zeuch and Frank
Huber.

Johann-Christoph Freytag is currently full professor for Databases
and Information Systems (DBIS) at the Computer Science
Department of the Humboldt-Universität zu Berlin, Germany.
Before joining the department in 1994, he was a research staff
member at the IBM Almaden Research Center (1985-1987), a
researcher at the European Computer-Industry-Research Centre
(ECRC, in Munich, Germany, 1987-1989), and the head of
Digital's Database Technology Center (also in Munich, 19901993). He holds a Ph.D. in Applied Mathematics/Computer
Science from Harvard University, MA. Freytag's research interests
include all aspects of query processing and query optimization in
object-relational database systems, new developments in the
database area (such as semi-structured data, data quality,
databases and security), privacy in database systems, and data
quality as well as applying database technology to applications
such as GIS, genomics, and bioinformatics/life science. In the last
years he received the IBM Faculty Award four times for
collaborative work in the areas of databases, middleware, and
bioinformatics/life science, as well as the HP Innovation Award of
excellent cooperation in the area of databases and workflow
systems. He organized the VLDB conference in Berlin in 2003
and was a member of the VLDB Endowment (2001-2007). From
2009 to 2015 Freytag headed the German database interest group
of the (Fachbereich DBIS, Gesellschaft für Informatik). Since
2015 he is a member of the Extended Executive Board of the GI.
.
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Application of database technology to manage, preserve
and analyse plant genomics and phenomics data
[Extended Abstract]
Matthias Lange
Leibniz Institute of Plant Genetics and
Crop Plant Research (IPK), Germany

lange@ipk-gatersleben.de
loss. Condensed and enriched with metadata, primary data would
be a more valuable resource than the “re-extraction” from articles.
In this context it becomes essential, to change the handling and
the acceptance of primary data within the scientific community.
Data and publications should be honored with a high attention
and reputation for data publishers.

EXTENDED ABSTRACT
The Leibniz Institute of Plant Genetics and Crop Plant Research
(IPK) is committed to the conservation and valorization of plant
genetic resources. Its research agenda comprises upstream and
downstream analyses in the fields of genetics, physiology and cell
biology aiming at a broad understanding of plants at molecular,
cellular and organismic levels. The “big data” challenge has long
been reached the IPK and the life science community in general. It
forces the need for capable infrastructures to document, share,
publish, integrate and explore research data. In this talk, we give
an overview to IPK’s research projects in the fields of Lab Data
Management, Data Citation and Information Retrieval.

Here, we present e!DAL [2] (http://edal.ipk-gatersleben.de) as a
lightweight software framework for the publication and sharing of
research data. Its main features are version tracking, management
of metadata, information retrieval, registration of persistent
identifier (DOI), embedded HTTP(S) server for public data
access, access as network file system, and a scalable storage
backend. e!DAL is available as API for a local non-shared storage
and remote API to feature distributed applications. IPK is an
approved data center in the international DataCite consortium and
apply e!DAL as data submission and registration system.

Data documentation (LIMS)
Handling research data is an important task in IPK’s research
strategy and particularly a central component along the valueadded chain towards scientific publications, patents and
biotechnological innovations. In consequence, there exists the
conviction that it is essential to implement an intuitive and
seamless data storage and documentation infrastructure, which
can be easily embedded into existing workflows and will be
highly accepted by scientists.

e!DAL is the software infrastructure for the Plant Genomics and
Phenomics Research Data Repository (PGP) [3], a repository to
comprehensively publish plant research data: This covers in
particular cross-domain datasets that are not being published in
central repositories because of its volume or unsupported data
scope, like image collections from plant phenotyping and
microscopy, unfinished genomes, genotyping data, visualizations
of morphological plant models, data from mass spectrometry as
well as software and documents.

In practice it is very challenging to meet this aim.
Bioinformaticians implemented individual, isolated and
heterogeneous systems to manage experimental data, laboratory
workflows and biological samples. Those considerations were the
driving force for establishing a central Laboratory Information
Management System (LIMS). In the talk, we will present
experiences from last 6 year LIMS data management, pitfalls and
successfully implemented lab processes.

PGP is registered as research data repository at BioSharing.org,
re3data.org and OpenAIRE as valid EU Horizon 2020 open data
archive. Above features, the programmatic interface and the
support of standard metadata formats, enable PGP to fulfil the
FAIR data principles—findable, accessible, interoperable,
reusable.

Data Publication (e!DAL)
Besides publication of scientific findings, it is important to keep
the data investment and ensure its future processing. This implies
a guarantee for a long-term preservation and preventing of data

Information retrieval (LAILAPS)
Due to advances in high-throughput technologies, the amount of
data available over life science web resources is growing rapidly.
It is becoming an increasingly difficult and time consuming task
for scientists to derive information from those resources and to
keep up-to-date even within their own field of research. For
example, correct identification of causative genes for an important
agronomic trait can be very valuable for effective marker assisted
breeding. However, even well-defined QTL often span genomic
regions that can contain hundreds of positional candidate genes.
Evaluation of potential functional candidates from such long lists
is often time-consuming and requires the integration of
information from many different sources. In this context,

29th GI-Workshop on Foundations of Databases (Grundlagen von
Datenbanken), 29.05.2017 - 02.06.2017, Blankenburg/Harz, Germany.
Copyright is held by the author/owner(s).
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phenomics and genomics data publication infrastructure.
Database. 2016

information retrieval (IR) is evolving to a key technology. Its
increasing popularity for data exploration is because there is no
need for a user to have knowledge about complex query
languages, underlying data structures or data formats.

[4] Maria Esch, Jinbo Chen, Christian Colmsee, Matthias
Klapperstück, Eva Grafahrend-Belau, Uwe Scholz, Matthias
Lange. LAILAPS - The Plant Science Search Engine. Plant
and Cell Physiology. 2014 Dec 24;55(1):pcu185

Here we will present how to use the LAILAPS [3] integrative
search engine for plant genomics data (http://lailaps.ipkgatersleben.de), which is developed in the frame of EU
transPLANT consortium. LAILAPS supports the integrative
search over the distributed genome annotation (traits, gene
functions, agronomic factors). For this, 50 million records of most
popular used genome annotation repositories, like UniProt,
BioModels, OBO ontologies and PDB, are indexed. Moreover, 80
million gene annotations of plant genomic resources are linked by
reverse identifier mapping. In order to select most relevant
candidate genes for queried traits, LAILAPS use context based
relevance ranking. The order of the search hits is computed by an
artificial intelligence driven relevance ranking, which has been
trained by domain experts and evaluated for QTL candidate gene
prediction.

About the Author
Dr. Lange works for more ten years in the field of bioinformatics
and data management in life sciences. His primary research topics
are dedicated to information retrieval, search engine technology,
and research data management of different data domains, e.g.
sequence, marker, metabolic and especially phenotypic
information. His special focus is on standards and infrastructures
for data sharing and publication. Here, he contributed to the
MIAPPE and ISATAB standard for plant phenotyping data.
Furthermore, Dr. Lange coordinates the central lab information
systems in the IPK and is responsible for IPK datacenter activities
in the frame of the DataCite consortium. As core service activity
he is deputy administrator of IPK's ORACLE enterprise
datamanagement backend. Furthermore Dr. Lange supervises
work packages in German Plant Phenotyping Network (DPPN),
the German Network for Bioinformatics Infrastructure (de.NBI)
and contributes in EU transPlant research project to build up a
trans-national data infrastructure for plant genomics data.

1. REFERENCES
[1] Daniel Arend, Christian Colmsee, Helmut Knüpffer, Markus
Oppermann, Uwe Scholz, Danuta Schüler, Stephan Weise,
Matthias Lange. Data management experiences and best
practices from the perspective of a plant research institute.
In: Galhardas H, Rahm E (Eds.): Data integration in the life
sciences: 10th international conference, DILS 2014
[2] Daniel Arend, Matthias Lange, Jinbo Chen, Christian
Colmsee, Steffen Flemming, Denny Hecht, Uwe
Scholz. e!DAL - a framework to store, share and publish
research data. BMC Bioinformatics. 2014 Jun 24;15(1):214
[3] Daniel Arend, Astrid Junker, Uwe Scholz, Danuta Schüler,
Juliane Wylie, Matthias Lange. PGP repository: a plant

ORCID http://orcid.org/0000-0002-4316-078X

12

Towards Personalized Support for Ontology Selection
Marwa Abdelreheim1, Friederike Klan2, Taysir Soliman1
1

Department of Information Systems, Faculty of Computer and Information Sciences, Assiut University, Egypt
2

{marwa.abdelrehem, taysser.soliman}@fci.aun.edu.eg
Institute of Computer Science, Friedrich-Schiller-University Jena, Germany

friederike.klan@uni-jena.de
NCBO's BioPortal1 and OBO foundry2 are examples of ontology
repositories that contain hundreds of Bio-ontologies available in
several representation formats (i.e. OWL, RDF, OBO, etc.).

ABSTRACT
As the number of bio-ontologies is increasing and growing very
fast, we need a tool to support people in reusing them and
selecting the most appropriate ones for their tasks. A number of
ontology selection tools exist (e.g. BiOSS and NCBO's
Recommender service), but they lack individual adaptations for
preferences of their users. For that, we aim to develop a new
ontology selection tool considering user preferences (i.e. the
domain of interest, ontology reusing purpose, and preferred
evaluation criteria), user interactions, feedback, and historical
searches. In this paper, we describe our proposed framework
aiming to add personalized support to the ontology selection
process.

However, building an ontology from scratch is a complex process
that consumes much time and effort and needs collaborative
cooperation from both ontology engineers and domain experts.
For that, ontology building is increasingly becoming a reusecentric process, where existing ontologies are reused in order to
develop new integrated ontologies for a certain application [1].
For better ontology reuse results, ontologies must be appropriately
selected based on requirements of the targeted application area.
Ontology search engines, such as Swoogle [2] and Watson [3],
are used to search and retrieve ontologies according to user
queries. But for ontology selection we need a step afterwards, we
need to evaluate those retrieved (candidate) ontologies according
to some evaluation criteria and select the most relevant set of
ontologies [4].

Categories and Subject Descriptors
H.1.m [Information Systems]: Models and Principlesmiscellaneous; H.3.1 [Information Storage and Retrieval]:
Content Analysis and Indexing—thesauruses; H.3.3 [Information
Storage and Retrieval]: information filtering, relevance
feedback, and retrieval models, selection process.

Existing ontology selection tools (e.g. BiOSS [4] and NCBO's
Recommender service [5]) allow users to input keywords or text,
and search for candidate ontologies by matching the input
keywords with ontology concepts. Next, candidate ontologies are
evaluated using some fixed evaluation criteria, ranked, and
outputted in the form of single ontologies, or combined set of
ontologies. Although, they allow the user to control the
importance of each evaluation criteria (by giving weights to
them), they do not take other user preferences into account, such
as, the domain of interest, the purpose of reusing ontologies, and
the preferred evaluation criteria.

General Terms
Knowledge Representation, Knowledge Engineering, Knowledge
Management.

Keywords
Personalized ontology selection, ontology evaluation, interactive
feedback, user preferences.

In this paper, we take the first step towards a personalized
ontology selection tool that supports its users in reusing
ontologies by recommending the most appropriate ontologies
according to their preferences and requirements. The system
models its users and builds user profiles by considering their
explicit preferences along with their implicit feedback on the
retrieved ontologies, and their historical searches. It iteratively
improves the results until the user is satisfied.

1. INTRODUCTION
Ontologies are considered the core of the semantic web; they are
mainly used in many different domains to represent knowledge,
share, and reuse it. Using ontologies as a source of controlled
vocabularies of information in different Bio-domains such as
Biomedical, Bioinformatics, and Biodiversity, led to a large and
steadily growing number of ontologies describing these domains.

The rest of the paper is organized as follows: in Section 2, we
present the related work and use case study. Section 3 presents the
framework of the proposed approach with detailed description of
how it works. Finally, Section 4 concludes the paper and provides
future research outlines.

29th GI-Workshop on Foundations of Databases (Grundlagen von
Datenbanken), 30.05.2017 - 02.06.2017, Blankenburg/Harz, Germany.
Copyright is held by the author/owner(s).
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https://bioportal.bioontology.org/
www.obofoundry.org/

ontology reusing steps while the rest of steps are done using
existing tools. For example, MetamorphoSys is used to select
lung-pathology relevant ontologies from UMLS ontologies [10].
Other tools are used for searching for ontologies and translating
them to different representation formats [8].

2. USE CASE STUDY and SYSTEM
REQUIREMENTS
In order to build a system that supports people in reusing
ontologies, we first need to identify the requirements needed for
such a system. For that we conducted an extensive survey for a
number of case studies that reused ontologies in different domains
and for different purposes. We compared the cases under study
with respect to the following aspects: the domain of interest, the
purpose of ontology reusing, and the methodology used to select
and evaluate candidate ontologies. A detailed discussion is out of
the scope of this paper and will be published elsewhere. In the
following subsections we briefly summarize the main steps of the
ontology reusing process and the results of the investigation,
followed by a conclusion and a set of system proposed
requirements.

2.3 Evaluation Criteria
Ontology selection is the main step in the ontology reuse process.
To select adequate ontologies one needs to search for candidate
ontologies, which have high percentage of concepts that match
input keywords (input coverage). Then, candidate ontologies are
evaluated using some predefined evaluation criteria. According to
M. Sabou [12], ontology evaluation is "the core" of the ontology
selection process; it aims to assess ontologies across a set of
predefined evaluation criteria in order to determine which would
best meet the requirements. According to [14] ontologies are
considered complex structures that need to be evaluated across
different levels, such as lexical level, structure level, context level,
or syntactic level. Coverage, size, popularity, semantic richness,
representation format, formality, and uptodateness are examples
of evaluation criteria used in ontology selection approaches. Many
different categories of ontology-based evaluation criteria are
surveyed in [15, 16].

2.1 Ontology Reuse Process
Ontologies are originally built to be shared and reused, and
ontology reusing is an integral part of ontology engineering.
When deciding to develop new ontology, especially for an
interdisciplinary domain, it is a better choice to reuse existing
ontologies rather than building it from scratch [10]. The ontology
reuse process consists of 4 main phases, which are:
1.

2.

3.

4.

From our study of ontology reuse cases, we found a number of
commonly used evaluation criteria. For example, keyword
coverage was the most widely used one, as it can ﬁlter out
irrelevant ontologies based on the percentage of containment of
the speciﬁed keywords. Also, popularity of ontologies is often
used although it is not always clear how to assess it. For example,
in BiOSS [4], popularity is measured using tags in social media
portals. This could not be always an accurate method especially in
scientific domains. Formality and consistency of ontologies, are
also assessed to ensure reusing consistent ontologies with formal
representations. Moreover, there are cases that needed to select
ontologies in standardized representation language such as OWL
[8], as they provide support for information integration,
extensibility and ﬂexibility to change [15].

Scope deﬁnition: in this step the domain expert is
responsible for deﬁning the scope of domain under
study and specifying the requirements. This step also
includes searching for candidate ontologies.
Ontology selection: to select a set of ontologies to be
reused by assessing and evaluating candidate ontologies
across some evaluation criteria.
Ontology integration and merging: then, selected
ontologies are translated into one representation format
and integrated or merged together to generate new
domain ontology.
Ontology assessment and veriﬁcation: finally, the
outputted ontology is assessed and veriﬁed.

2.2 Ontology Reuse: Domain and Purpose

2.4 Existing Ontology Selection Tools

Ontologies are reused in many different domains and for different
purposes [10]. From our study of ontology reuse cases, we found
that the bio-medical domain has the greatest number of cases [6].
Actually, this was expected as it has a large and growing number
of ontologies with large group of audiences (i.e. UMLS3,
SNOMED-CT4, etc.). Furthermore, we discover that people are
reusing ontologies for different purposes, specifically for
integrating existing ontologies to build new ontological
knowledgebase [7, 8], and for helping to build ontology-based
applications, such as natural language processing applications [9],
information retrieval applications [10], or context-aware
applications [11]. Moreover, we also found that a fully automatic
ontology reuse process does not exist; it is either done manually
or semi-automatically. In manual cases, ontology engineers along
with domain experts are working together to manually select,
integrate, and assess resulting ontology/application [7, 10]. In
semi-automatic cases, the role of the domain experts diﬀer from
one case to another, but generally they perform one or two of the
3
4

As the main interest here is the ontology selection process, we
need to get a closer look at the main functionalities of existing
ontology selection tools to discover the missing requirement in
such systems. Table 1 provides a brief comparison for existing
ontology selection approaches. BiOSS [4] and NCBO's
recommender system [5] are ontology selection web tools, they
evaluate ontologies using different evaluation criteria. For
example, BiOSS uses coverage, semantic richness, and popularity,
while NCBO's recommender system uses coverage, acceptance,
detail and specialization. JOYCE [16] is also a new web-demo
aiming to select parts of ontologies (modules) instead of selecting
the whole ontologies. This could ensure retrieving important parts
of ontologies and avoiding irrelevant ones, but also needs to
ensure all ontologies in the repository are modularized accurately.
Coverage, overlap, and overhead are JOYCE's criteria to evaluate
and select ontology modules. Groza [17], and Batet [18] evaluate
and select ontologies based on analytic hierarchy process and
semantic similarity, respectively. Most of these approaches are
applied on the biomedical domain ontologies.

https://www.nlm.nih.gov/research/umls/
http://www.snomed.org/
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Table 1. Comparison of existing ontology selection approaches
Biomedical
Ontology
Selection System
(BiOSS)[4]

NCBO's
Recommender
System 2.0[5]

Ontology
Selection
based on
Analytic
Hierarchy
Process[17]

WebCore
ontology
Recommen
-dation
system[19]

JOYCE[16]

Tourism

Ontology
Selection
for
Semantic
Similarity
Assessment
[18]
Biomedical

Domain

Biomedical

Biomedical

Input

Keywords

Keywords
or text

General

Biomedical

Keywords

Keywords

Keywords

Keywords
or text

Output

Single ontology,
or combinations

Single ontology,
or combinations

Single ontology

Single
ontology

Single ontology

Combined
ontology
modules






No
No
No
No






Yes
Yes
No
Yes











No
No
Yes
Yes






No
No
No
Yes




Input coverage
Knowledge
richness
Popularity



Input
coverage
Acceptance
Detail
Specializati
on






Correctness
Readability
Flexibility
Type of
formality
Type of
model





Coverage
Overlap
Overhead

Ontology selection process

characteristics:






Iterative
Interactive
Personalized
Adapted evaluation
Criteria

Evaluation Criteria












Input to such tools is a list of domain-related keywords, but
NCBO's recommender system and JOYCE allow user to input
text. BiOSS, NCBO's recommender system and JOYCE output
single ranked ontologies or combined sets of ontologies.
Combinations of ontologies can provide much more input
coverage than single ontologies. WebCore [19] is considered the
first attempt towards a personalized ontology recommendation. It
presents a collaborative recommendation framework where user
proﬁles are manually deﬁned by users or automatically generated
from other users’ data. The main limitation here is that the
approach is not interactive; they do not provide profile learning
technique or user feedback to update user profile.

4.
5.

No
No
No
No

Semantic
similarity



The tool should support domain experts in selecting and
reusing ontologies and make their task easier, not
replace them.
Allow diﬀerent types of inputs such as keywords,
textual resources, and possibly semantic relations.
It should be interactive (with its user) and iteratively
improve the results according to user’s preferences and
feedback that are updated after each interaction.

3. PROPOSED FRAMEWORK
In this section we present our proposed personalized ontology
selection framework, as shown in Figure 1. The framework
consists of three main modules: the input manipulation module,
the user modeling module, and the ontology selection module.

2.5 System Proposed Requirements

2.







Language
expressivity
Domain
Coverage
Size
Consistency
Cohesion

3.

To conclude, from our study of ontology reuse cases and existing
ontology selection tools, it becomes evident that tools for
ontology selection do not provide a sufficient level of
personalization, (i.e. are not flexible enough to be customized to
their user's needs and requirements). They also don’t allow for
interactive selection processes based on feedback given by the
user. For that we are proposing to develop an ontology selection
tool providing personalized support to its users with the following
requirements:
1.



No
No
No
Yes

Before we go into the details of each module, we illustrate how
ontologies, obtained from BioPortal and OBO foundry, are stored
in the local Bio-ontology repository (requirement 1). Ontologies
are downloaded and stored in a local repository, which in addition
to the ontologies themselves also stores a "Meta-ontology". MetaOntology is an ontology providing vocabulary and semantics for
the meta-information about the stored ontologies. Figure 2
presents a sample of the proposed meta-ontology as it describes
the domain, available representation format, size, and type
structure of the stored ontologies. This could help in classifying
ontologies in the repository, and to speed up the recommendation
process. For example, if a user prefers to select biomedical
ontologies with small size and in OWL format, we just search for
ontologies that match those criteria instead of searching the whole
set of ontologies. The Meta-ontology was first introduced in [20],

The tool is used for scientiﬁc purposes and includes
ontologies from Bioportal and OBO foundry, which are
in the biomedical, biological, bioinformatics, or
biodiversity domains.
User can adapt evaluation criteria according to the
purpose of reusing ontologies and adjust the importance
(weight) of each criterion.
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Of course, adapting evaluation criteria according to reusing
purposes is not an easy task, but it could be accomplished by
conducting user's surveys, and analyzing historical searches.

3.1.3. Evaluation Criteria
We believe that ontologies are complex structures that need to be
evaluated appropriately [23]. For that, the system provides criteria
that evaluate them on the lexical, semantic, syntactic, structure,
and context levels. Coverage, consistency, size, formality,
popularity, uptodateness, representation languages, completeness,
type structure are examples of criteria used for ontology
evaluation. From the previous subsection, the system could give
suggestions for the suitable criteria to the user that could be used,
but the user has the right to select additional criteria or remove
others. In the user interface form, evaluation criteria are listed in a
check list, and the user can select any number of them.

3.1.4. Input Query
Finally, the user enters the input query in the form of keywords or
a piece of text in a text field (requirement 4). User input is used
for two different purposes; to explicitly provide information in
order to generate user profiles (see Section 3.2) and to select
appropriate ontologies.

Figure 1. Proposed framework architecture
and previously used in different applications such as on quality
assurance for ontologies [21] and for knowledge acquisition and
exploitation[22].In the following subsections, we present details
about the framework modules.

So, in order to select the appropriate ontologies, the system allows
the user to describe the desired domain either by entering a set of
domain-related keywords or a piece of text, e.g. from publications.
The keywords are manipulated using spellchecking tools, to check
the spelling (to discover typing errors), and to find synonymous
concepts (i.e., a synonym for the keyword Lithosphere is
Geosphere).

3.1 Input Manipulation Module
The first component of the architecture a user interacts with is the
input manipulation module. It provides a simple form asking the
user to input information about his/her domain of interest,
purpose of reusing ontologies, preferred evaluation criteria, and
input query (this could be a set of keywords or a piece of text). In
the following subsections we illustrate how this works.

The set of modified keywords will be the input to the ontology
selection module (see Section 3.3).

3.1.1. User Domain:
The user is allowed to select his preferred domain from a list of
domains. For example, if the user selects the biomedical domain,
the system should search for biomedical ontologies only.

3.1.2. Purpose of Reusing Ontologies:
Also, the system allows the user to select the intended purpose for
reusing ontologies. From our survey, we found that main purposes
for reusing ontologies are integration, ontological application
development, knowledge representation, and others. According to
the selected purpose, the system could suggest appropriate
evaluation criteria. For example, if the user selects that he is
reusing ontologies for ontology integration, then retrieved
ontologies are preferably include most of the input keywords
(high coverage percentage), are consistent, and possess formal
representations in similar representation formats. Here, the system
could suggest coverage, consistency, formality, and representation
format, as the appropriate evaluation criteria. On the other hand, if
the purpose of reusing was searching for ontologies, the system
should not recommend evaluation criteria and leave it to the user
to select the criteria that he is searching for (requirement 2).

Figure 2. A sample from the meta-ontology
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3.2 User Modeling Module
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mainly due to the structure of RDF. An RDF dataset consists of
what is called triples. Each triple is describing a relationship
between two resources; the first is called Subject (S), while the
second is called Object (O). The relationship is also labeled with a
value called Predicate (P). Thus, a triple has the format: Subject,
Predicate, and Object. What moves web triple data into another
dimension is the concept of the Linked Data [24]. Different data
sources could be linked together using unique URI and this
enables the ambitious idea of querying and talking to the web.
However, the heterogeneity of the data makes writing a query in
the RDF formal languages like SPARQL a time consuming task in
its own, as the user might often need to look into the raw data
while writing his query.

ABSTRACT
The Resource Description Framework (RDF) pioneered by the
W3C is being widely used to model data of the Web from many
sources. RDF with the concepts like Linked Data is creating the
semantic Web. The result is linked huge data that needs to be
efficiently queried, analyzed and integrated with other diverse
data sources and entities in real life. Central systems may poorly
perform when used to manage such web-scale data; instead, a
parallelized system or distributed nodes of cloud infrastructure
could speed up the performance. However, this involves
partitioning of RDF graph to many machines, and efficiently
index, replicate, gather statistics and materialize pre-computed
results. Those different aspects would always require more storage
space. The storage space is an important resource that needs to be
wisely optimized over the mentioned aspects to serve the query
execution performance. Moreover, the current application
requirements are rapidly increasing in diverse directions which
put more challenges on the distributed environment. In this paper
we survey the optimization needs in distributed triple store, and
present the novel design of our triple store which is distributed
and adaptable to current storage space on different levels. The
system would dynamically employ the available storage to the
best query execution performance.

The support for systems that enable the user to talk to the web
with natural language queries would highly reduce the time used
to build the query and would increase the number of users who
are able to write these queries and would as a result increase the
number of queries the triple store can receive [25].
Managing RDF data on a Web scale in a central system may not
perform well; instead recent research works moved to make use of
the parallelization provided by cloud based systems. However,
storing RDF-Graph on a distributed system store where a query
processing engine can efficiently query data is a challenging task
due to the heterogeneity, big size, and complex relationships
found in the data, beside the growing application needs for
complex analytical queries and to provide the answers on time.
The current researches on parallel RDF data management involve
enormous open problems [4]. In such a distributed system the
RDF graph needs to be partitioned to the working nodes.
Moreover, in order to serve queries more efficiently, some parts of
the RDF graph need to be replicated to more than one node.
Deciding how the data is partitioned and replicated would have its
direct influence on the performance of the query processing. To
illustrate this, consider for example a query that is to be processed
by the distributed triple store, if each working node receives the
query and runs it against its local part of data; a poor performance
would be when only one node has the availability of required data
locally, and has to do the whole work load alone. A better
performance happens when the partitioning and replication are
well optimized to enable a parallel processing of the data on an
increased number of working nodes.

Keywords
RDF triple store, distributed RDF Processing, cloud storage
optimization.

1. INTRODUCTION
The available data in the virtual digital world become enormous,
and the growth in the data and the complexity of its processing
has shown exploding increase over the last years. The Resource
Description Framework (RDF) pioneered by the W3C is
increasingly being adopted to model data from different sources,
in particular data to be published or exchanged on the Web, this is

However, the replication requires more storage space on each
machine and the space itself might be considered scarce resource
with respect to each node, because the triple store needs to build
indexes for better performance of query processing, which

29th GI-Workshop on Foundations of Databases (Grundlagen von
Datenbanken), 30.05.2017 - 02.06.2017, Blankenburg/Harz, Germany.
Copyright is held by the author/owner(s).
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requires more storage space. Moreover, the space is also needed
to materialized-queries results and statistics. The complexity of
taking a decision about data partitioning can be overcome by
performing the optimization decision based on some application
trends. As we mentioned earlier the support of natural query
processing would provide rich and strong application trends. In
this context we present our triple store and its proposed structure.
The storage layer is designed to contain an optimizer that would
instruct the working nodes on the optimized way to employ any
available storage space for better performance.

based on METIS and presents an interesting approach to provide
RDF graph summary; the author’s results of this summary showed
enhancements in the query execution time. However, this graph
summary requires more storage space and this could add another
storage optimization variable to our storage optimizer shown
latter in section 3.3.

3. SYSTEM ARCHITECTCTURE
Our distributed triple store is composed of a cluster of working
nodes, where each node is built on top of RDF-3X [8]. One of the
nodes is set to be the master node. Its role is to perform the initial
RDF data partitioning to the working nodes. Each node has its
own local indexes and query processing engine. The storage
system has initially all the 6 possible permutation of indexes for S,
P and O. The Master node contains a dictionary which compresses
the textual data representing URIs into integer codes which
consume much less storage space. The partitioning, replication
and shipment of data between nodes is done in the integer format.
The master has also a global storage optimizer, and each node also
has its own local storage optimizer.

The rest of this paper is structured as follows: In section 2 we
present briefly the work related to distributed RDF triple stores. In
section 3 we present our system architecture and show our
optimization directions on three aspects; the RDF graph
partitioning, the RDF indexes, and the space optimizer.

2. RELATED WORK
The distributed storage and processing of RDF data has taken a
lot of attentions in the latest research. Some direction of work
maintained the RDF graph in a distributed file system like HDFS
[19], those systems are designed for reliable and scalable storage,
but the drawback is that DFS does not natively provide fine
grained access to the data in the stored files. Some works
performed indexing mechanism to enhance the access over HDFS
like [20, 7]. Another direction is based on key-value stores. Such
systems depend on indexing the triples by keys. The key can be
the Subject S, Object O or Predicate P; or any combination of
them. The most basic indexes are SPO, POS, and OSP which are
used in systems like Rya [14] and AMADA [21]. RDF-3X [8] is a
central RDF store; it focuses on providing high performance by
relying on building many indexes. It pre build all the six possible
indexes of S, P and O of the triple data. Other types of systems
using key value stores include H2RDF [9] and MAPSIN [22]
built on top of HBase [19]. Other systems like Trinity.RDF [3]
achieved high performance by processing the query as graph
exploration algorithm. On the other hand, some systems maintain
cluster of centralized triple-store nodes, coordinated by single
master node. The Master node partitions the graph using
partitioning algorithms that aim to minimize the network
communications during query execution while increasing the
parallelization among slave nodes. The work of [10] follows this
approach and uses METIS [11] which partitions the graph trying
to achieve min-cut. Each triple is assigned to the machine where
its subject belongs (1-hop guarantee) or where its subject and
object belong (2-hop guarantee). More guarantee can be achieved
by replication of those triples that are located on the partitions
boundary (n-hop guarantee). However, such approaches do not
scale well when the query execution targets certain regional part
of the graph; this happens when there are non-variable inputs in
the query. Such situation affects the parallelization of the query.
WARP [15] extends the approach of [10] to consider query work
load as a factor to determine the triples that need to be replicated.
Partout [12] also focuses on query load to achieve balanced
partitioning by counting the number of queries that reference each
fragment and the triples that match the fragment. The works [15,
12, 10] made use of the high performance provided by the indexes
strategy of RDF-3X [8] which is used as the underlying central
store on each node. However, they didn't provide a mechanism or
a strategy to work on when there is not enough storage available
for such exhaustive indexes. TriAD [26] partitions the graph also

Figure 1. System Architecture.

3.1 RDF Graph Partitioning and NL Queries
The RDF data is to be partitioned at the Master node. The
partitioning objective is to have maximum parallelization later
when executing a query in the distributed store. Due to the nature
of the linked RDF data, it is usually very complex to have a
partitioning approach that directly achieves absolute maximum
parallel query performance. So far, we have adopted random
partitioning using hashing similar to the key value stores
mentioned earlier in related work. Some of the optimization over
the random partitioning is to use the min-cut mentioned earlier in
[10], or to adjust the partitioning results depending on the query
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workload [15]. To overcome the optimization process we propose
to partition the RDF graph according to a given direction of
application trends. The pre optimization in the partitioning
algorithm serving these query trends would greatly affect the
performance in the parallel sense. One of the very important
application trends is the request of Natural Language (NL)
Queries interface that we would deeply investigate to make the
partitioning and replication optimized towards better performance
of such queries. What makes the optimization on these NL queries
more beneficial is that they have more common trends than the
normal SPARQL queries. When the natural query translation
receives an NL query, it would usually try to understand the
question queried by the user so that it can generate the suitable
SPARQL query and return the result back to the user. The
translation process itself requires generating several SPARQL
sub-queries that would run against the triple store. On the contrast
with the final SPARQL queries that is required by the user, the
sub-queries generated by the NL translator have similar trends and
this would obviously enable the pre-optimization process to serve
the translating queries much better than supporting the
optimization on the final SPARQL query. Consider for example
the NL query "What is the country that contains the highest
mountain in the world?" It could be generally transferred to
"What is the (x-->instance of: country) that contains the highest
(y-->instance of: mountain) in the (z--> instance of: world)". In
this type of translation, the detected variables in the NL query can
be always associated with the predicate "instance of". Thus we
would have a lot of queries generated on the same trend
overcoming the problem of heterogeneity and diversity which are
found in the normal queries, and this allows performing preoptimization when partitioning and replicating the data.

We would explain the concept with an example query shown in
Figure 2. "Find all the museums located in France and exhibit
paintings of an Italian artist ". The SPARQL representation of the
query is shown in Fig2.B, while the corresponding query graph is
shown in Fig2.A. Any sub graph from the distributed RDF graph
that matches the given query graph in Fig1.A should be part of the
answer. The query has five triple patterns, and the order of their
execution obviously affects the query execution time. If for
example, the query pattern (call it p1) is ?z :located_in :france,
was the first to execute, then its result set (call it R) is all the
entities that located in France which is typically a big set. The
second triple pattern to be executed say p2: ?z exhibits ?y would
be run against R instead of the whole RDF graph. The partial
result is so far all the entities which are located in France and have
the predicate "exhibits".
The entities which are connected to ":france" by the predicate
":located ", can be classified and grouped according to a common
properties. If the data is considered holistic and on a web-scale ,
there should be more than 1 k museums in France, and hundreds
times this number of entities that are located in France. If we are
able to extract all the museums in one step, then we would speedup the local processing of the triple pattern p1 hundreds of times.
Each of the neighbors of vertex France is marked with its most
frequent predicate which is in this example used as the classifiedentity ID of vertex "France". Now, when we process p1, we would
use the index OP(iS) and set O to ":france", P to located and i to
exhibits then retrieve all the S that match. In this example, we
used the most frequent predicate that lies one step ahead form the
currently executing triple pattern. However, a more complicated
combination of nearby edges and vertices could be used.
To some extent, these extra indexes may be considered some type
of materializing join results, and it requires more space that could
be assigned by the storage space optimizer to increase the
performance.

3.2 Indexes Optimization
We use in each node a central RDF store which is built upon
RDF-3X [8]. This underlying store uses all the six possible
permutations of the S, O and P for faster data access; besides
using aggregate indexes which returns the counts of existence
rather than the values of S, P, and O. This excessive indexing
creation has shown very good performance, but it requires more
storage space. On the other hand, graph-based triple stores like
Trinity.RDF [3] have also shown notable good performance due
to its indexing and query processing methods which are graphbased approaches. In our system, we would have the ability to
adaptively create more indexes when there is more assigned
storage space from the space optimizer. The extra indexing would
look to the RDF data conceptually as a graph, and build extra
indexes in important and hot regions of the graph per working
node; the important regions of the graph are the parts that are
highly queried with respect to other parts. In an RDF graph: S and
O are modeled as vertices, and P is modeled as edges. Then for
some important vertices v (S or O ), we would have extra SP(iO)
or OP(iS) indexes, where i is some classified-entity ID, that is a
common entity-id between the neighbors of v. The usual index
SPO would return all of the O which match for given S and P;
each of the returned O might be investigated again in the index,
and this could be a huge list if O is a big vertex in term of its
connected edges. The index SP(iO) would accept further
parameter i about the required O, and would efficiently returns
only the triples that have same S,P and i in one step.

Adding more indexes within important nodes is away for
increasing conceptual local knowledge within the RDF graph;
which would consume more space and require more processing
but it would pay off with a better execution time. Moreover, the
analyzing process and indexes building are very scalable and
suitable to be done in parallel on clustered machines, as each
machine can work on its local part of the graph.
The selection of eligible vertices to build the local indexes is done
by an iterative algorithm. At working node i, after the execution of
any query-pattern on single or set of vertices, the index optimizer
records a stat about each queried vertex "v" and its neighbors,
then calculate or adjust the value of the performance gain g(v),
which is a referential metric of the expected performance increase
gained of building the local index in this vertex. When the gain of
a vertex g(v) reaches a certain threshold, the vertex v is pushed
into eligible-vertices-queue which is basically a priority queue on
the values of g(v). Assume that the local space optimizer in
working node i is assigned k space to build extra local indexes;
the index optimizer will pop a vertex from the priority queue and
start building the indexes for the popped vertex. Then it
recursively pops another vertex until the queue is empty or there
is no more storage space left for further employment
Any vertex which has been assigned an index is pushed into
another priority queue called indexed vertices queue, which
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organizes its vertices priority on the reverse value of g(v). The
continues execution of queries triple pattern on a vertex v would
adjust its v(g) value. In the case of no more storage space
available, and when the value of g(ve), (where ve is the vertex on
the top of the eligible-vertices-queue) becomes larger than the
value of g(vi)+t, (where vi is the vertex on the top of the indexed
vertices queue, and t is stability margin), the local index in vi is
eligible for deletion and the space gained is employed for the
benefit of ve.
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Finding the right storage model (i.e., row-wise or column-wise
storage) is an important task for a database system, because
each storage model has its best supported application. Moreover, if we consider the usage of a co-processor (e.g., a GPU),
another dimension opens up that influences the selection of
the storage model. In fact, factors such as favored memory
access pattern of the device and data transfer costs play
a vital role in a hybrid CPU/GPU system, influencing the
optimal HOST
storage model. Since there is DEVICE
currently no evaluation
of whenOpenCl
to use a column or row storeOpenCl
for data manipulation
(i.e., we look at insert/update/project operators) in a hybrid
CPU/GPU system, we present a framework in OpenCL that
we use to investigate the break-even points that determine
when to use which storage model.

1.

INTRODUCTION

In the literature, there is a big debate about the best
storage model for main-memory online transaction processing
(OLTP) [5, 13]. The most well-known solution is a delta
store [18] that is optimized for insertions relying on a rowwise storage of inserted tuples. In fact, since inserts and
deletes work on all attributes of the tuple, a row-wise storage
structure is best suited for these operations. In contrast,
updates that involve a smaller number of attributes could
perform better with a column-wise storage.
Considering the usage of co-processors (e.g., GPUs), several
researchers [1, 2, 9, 10] argue for employing a column-wise
storage as well, because a column store
• allows for coalesced memory access, which is especially
important for GPUs
• has a better compression rate, allowing for more data
to be stored in the limited device memory
• can reduce the amount of data to be transferred if only
a subset of the columns is needed
However, the main field of application for co-processors is

HOST
OpenCL

UPDATE

INSERT

DEVICE
OpenCL

Figure 1: Experimental setup
online analytical processing (OLAP)1 . As a result, it is still
unclear what the break-even points between a row-wise and a
column-wise storage for co-processor-accelerated OLTP are.
In this paper, we investigate the favored storage model
for inserts, updates, and projections on the TPC-C benchmark for a CPU/GPU system implemented in OpenCL (cf.
Fig. 1). This builds the basis for further research to state
whether column or row stores should be used for co-processoraccelerated OLTP. In particular, we contribute:
• a description of data structures for a column or row
store for co-processor acceleration (Section 4.1)
• implementation details of OLTP operators in OpenCL
(Section 4.2)
• a first proof-of-concept by evaluating the framework
for inserts, updates, and projections (Section 5)
We end this paper with a conclusion and future extensions
in Section 6.

2.

GPU-ACCELERATED DATA MANAGEMENT

GPU-acceleration has already shown a potential for enabling performance speedups of several cardinalities [1, 9, 14,
15, 16]. Apart from its high potential for compute-intensive
tasks [6], GPUs in a co-processing environment are rather
limited for I/O intensive applications. Some reasons for that
are special architectural challenges that arise when a dedi1

Although GPUTx is an OLTP-centric system using also a
column store, there is no evidence whether a row store would
hinder transaction processing.

29th GI-Workshop on Foundations of Databases (Grundlagen von Datenbanken), 30.05.2017 - 02.06.2017, Blankenburg/Harz, Germany.
Copyright is held by the author/owner(s).

24

cated GPU is used in a hybrid system. In fact, there are
two aspects that are important: latency and bandwidth between memory of different devices as well as between different
memory types of one device. The former is mainly defined
by the transfer overhead incurred by the PCIe bus, while
the latter one is dependent on the used device. For instance,
CPUs have a self-managed cache hierarchy that is usually
opaque to the user, but GPUs allow for different memory
types that should be exploited by the programmer to reach
peak performance [8]. In the following, we discuss the transfer
overhead, memory types and processing model for GPUs.

Transfer overhead.
To process data on the GPU, necessary data has to be
shipped from the CPU RAM (Host side) to the GPU RAM
(Device side) if it is not already present. Compared to the
bandwidth of the on-chip GPU memory (several 100s of
GB/s), the bandwidth of the PCIe (currently ca. 16 GB/s;
ca. 32 GB/s announced for 2017) is relatively small. Hence,
a good data placement is needed to hide this limitation – in
fact, data should be distributed on the devices beforehand
and operator placement should follow this distribution [3].

GPU memory types.
Apart from the caches that work similar to those of the
CPU, the GPU features several other memory types [8]. On
a GPU, there are global, constant, texture, shared and local
memories [12, 17]. Overall, the memory types go from a slow
but large global memory shared among all compute units of
a GPU, over smaller, but cached read-only memory (constant
and texture memory) to small but very fast writeable memory
shared among processors of a block (shared memory) or
compute units of a streaming processor (local memory). Due
to the space limitations of each memory type, data has to
be loaded carefully into the right memory locations to fully
benefit from the GPU acceleration.

GPU processing model.
As mentioned before, a GPU has an internal memory
hierarchy that is used for efficient access of data. To make
the most out of the available hardware the GPU work group
should fetch data from the global memory using a coalesced
memory access pattern. Whenever a work group fetches data
from the global memory a minimum number of elements
are fetched together, hence the work group can utilize this
pre-fetched memory block with a fast shared memory. To
achieve this optimized execution behavior of the GPU each
thread within a work group should access adjacent blocks of
memory, this phenomenon where each work item within a
work group accesses a sequential block of memory is termed
Coalesced Memory Access.

3.

RELATED WORK

There are several state of the art databases which use GPU
acceleration for either OLAP or OLTP scenarios. Hence in
this section, we provide a short overview about their systems
and especially the storage schemes used by each.

GPU Accelerated Systems for OLAP.
Considering analytical processing, most of the systems
stick to a column-wise storage of data. These systems include
GDB by He et al. [9], CoGaDB by Breß et al. [2], Ocelot by
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Heimel et al. [11]. While GDB relies on processing the queries
on the GPU side only, CoGaDB and recent extensions to
Ocelot allow the system to process operators either on the
GPU or the CPU [4].

GPU Accelerated Systems for OLTP.
To the best of our knowledge, there is only GPUTx as a
system working on OLTP processing using GPU acceleration [10]. GPUTx uses a column store, because they argue for
a better coalescing of memory access. However, they miss
an extensive evaluation in this direction. Hence, our goal is
to propose data structures and operator implementations to
compare column and row stores for OLTP data manipulation
in order to find a suitable storage model for this workload.

4.

STORAGE MODEL IMPLEMENTATION

In this section, we present the design choices that were
taken to implement a column and row store. To this end, we
first introduce the data structures that represent the column
and row store. Second, we describe how to implement inserts,
updates and projections in a row and column store using
OpenCL.

4.1

Data structures

In a row store implementation all values of a tuple are
stored next to each other in a contiguous block of memory,
followed by the next tuple’s values. One implementation of
the row store which enables efficient data access is to store the
data in an array of type char. The length of each attribute’s
value is fixed and set to the maximum allowed length for this
attribute. Therefore, all values of an attribute, regardless of
their actual sizes, occupy equal number of bytes. To access
an attribute of a tuple, an array of offsets containing the
position of each attribute within a tuple has to be passed to
the operator. In this way, the operators’ implementation is
independent of the table schema. Thus, the complete table
is represented as a char array of size N ∗ size of a tuple,
where N is the number of entries.
In a column store, all the values of a column are stored
together in one block of memory. To implement this in C++,
each column can be represented as a vector containing all
the values from the column, thus, each column’s values are
stored in a contiguous block of memory. Then the complete
table can be represented as an instance of a structure that
contains all the vectors.

4.2

Operator implementation in OpenCL

OpenCL (Open Computing Language) is an open standard
for parallel heterogeneous computing, that can be used with
CPUs, GPUs and other devices from different vendors.
We implemented three operators using OpenCL: insert,
update and projection. The basic methodology behind the implementation of all three operators is the same with changes
in input and output data, as well as the operations performed
on the data.
• Insert. The input data of the insert operator consists
of a table with T entries, where T is the number of
tuples to be inserted. For the output table the same
amount of memory is allocated as for the input table.
The operator copies fields from the input table to the
corresponding fields in the output table.

• Update. The input data consists of the initial table
and a list of positions that should be updated. Attributes, that have numeric type, are increased by 10; text
fields get rewritten and replaced by the same data. The
operator returns the updated table.

The whole operator implementation is using the global ID
in order to determine the position of the value that has to
be manipulated. Afterwards, the functions read_value and
write_value are used to perform data manipulation at the
specified positions according to the three operators.

• Projection. As input, this operator accepts the initial
table and the list of positions of rows, that should be
returned, the output data consists of K entries, where
K is the number of queries. The operator materializes
the attributes of the selected tuples according to their
position and writes them to the output data.

Column Store Functions.
The column store implementation is straight-forward. For
each attribute type, there is a kernel that retrieves its global ID.
The global ID is then used to determine the array position
of the data to be manipulated or retrieved.

5.

In our implementation, the kernels (programs executed
on OpenCL devices) for the row store are different from
the kernels for the column store, since we use different data
structures to represent the tables. For the column store we
implemented a separate kernel for each attribute type. In
the row store there is only one kernel that is responsible for
performing operations on all the attributes.

Row Store Functions.
In Listing 1, we show the functions that we used to access single fields or to store data, from inside the row store
kernels. The array offsets contains the position of each
attribute’s value in a tuple, where the first element of the
array is always 0 and the last element represents the size of
one tuple in bytes. Therefore, the size of this array equals
number of attributes + 1 and can be used to get a tuple’s
size (lines 2, 9) and to compute the size of an attribute (line
12).
The function read_value is used to get a pointer to an
element. The pointer to the tuple that contains this element
is computed by adding one tuple’s size multiplied by the
tuple’s position (the number of the row) to the pointer to
the first element of the whole table (line 3). Then the offset
for the required attribute is added to this pointer (line 4).
In the function write_value the element’s position is computed in exactly the same way. After this step, the new value
is written to this position by copying2 the number of bytes
that the value’s type takes (line 12).
1 global char ∗read_value(global char ∗data, int
tuple_position, int field, global int offsets[], int
num_of_attributes) {
2
int tuple_size = offsets[num_of_attributes];
3
global char ∗offset = data + tuple_position ∗
tuple_size;
4
offset += offsets[field];
5
return offset;
6 }
7
8 global void write_value(global char ∗data, int
tuple_position, char ∗value, int field, global int
offsets[], int num_of_attributes) {
9
int tuple_size = offsets[num_of_attributes];
10
global char ∗offset = data + tuple_position ∗
tuple_size;
11
offset += offsets[field];
12
memcpy(offset, value, (offsets[field+1] − offsets[
field]));
13 }

EVALUATION

The operators were evaluated on the CUSTOMER table
from the TPC-C benchmark [19] with changes in sizes of some
of the text fields. The table’s entries consist of 21 attributes,
5 of them are integer numbers, 4 are floating point numbers
and 12 attributes are text variables of different length. Both
integer and floating point numbers are occupying 4 bytes,
the full size of one tuple is 203 bytes. For our experiments
we used 30000 entries and the execution time for all the
experiments was averaged over 20 runs.
We executed the operators on CPU and GPU using OpenCL for both device executions and we measured the execution
time in milliseconds for different number of queries and the
following combinations:
• CPU and row store
• CPU and column store
• GPU and row store
• GPU and column store
In our evaluation we used a machine with the following
configurations:
• CPU: Intel(R) Core(TM) i5-2500 @3.30 GHz
• GPU: NVIDIA GeForce GT 640
• OpenCL 1.2
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Listing 1: Functions to access or write a value, given
its position
2

The OpenCL language does not provide the function memcpy,
thus, it has to be implemented manually and added to the
kernel.
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Figure 2: Execution time for the insert operator (incl. transfer time)
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Fig. 5-7 shows the time for executing the kernels only.
The general picture stays the same except for the following
changes. For the insert operator (Fig. 5), CPU on row store
is still 1.5 times faster than CPU on column store, but for
the project operator (Fig. 7) row store gets outperformed by
column store.
In contrast to the execution time including the transfer
time, for the update operator (Fig. 6) GPU on column store
performs 1.4 better than CPU.
Overall, the time to transfer the data to the device has an
impact on the break-even points that mark when a columnstore operator is outperformed by a row-store operator. However, for our evaluated operators, the transfer time is not
an exclusive criteria for using either of the storage models.
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Figure 3: Execution time for the update operator
(incl. transfer time)

Response Time in ms

100

50

Execution time for different fractions of the table’s columns.
0
1k 5k 10k

20k

30k

40k

50k

60k

70k

80k

Number of Tuples

CPU & Row Store

CPU & Column Store

GPU & Row Store

GPU & Column Store

Figure 4: Execution time for the projection operator
(incl. transfer time)

Execution time including the transfer time.
In Fig. 2-4, we show the execution time for the insert,
update and projection operators respectively including the
time for data transfer3 , but excluding the time taken for
generating the data and compiling the kernels.
One can note from the figures that for the operators insert and projection (Fig. 2 and 4) the CPU shows the best
performance on high numbers of queries independent of the
storage model. However, the row store performs better than
the column store for inserts and projections on the CPU. In
contrast, the more data we insert or project, the more is the
row store outperformed by the column store on the GPU.
Only for small batch sizes (around few thousands of tuples),
a row store storage is beneficial for the GPU. In fact, CPU on
a row store is on average 1.5 times faster than the second-best
combination (CPU on column store) and almost five times
faster than the worst performing combination (GPU on row
store).
For the update operator (Fig. 3), column store (on both
CPU and GPU) outperforms row store when the number
of queries exceeds 25000, however, for 1000 - 25000 queries
CPU on row store is faster that the other combinations. CPU
3

For GPU we measured the time for transferring the data
from CPU memory to GPU memory; for CPU it’s the time
for copying the data inside RAM.
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The execution time (including the transfer time) for different fractions of the table’s columns was measured for the
update and projection operations, launching 50000 and 5000
queries respectively (Fig. 8 and 9), since in real world applications it is rarely needed to update or return the values for
all the attributes.
For the update operator, column store has the best performance independent from the number of attributes that are
updated. However, for the projection operator the picture
is different. When all attributes are selected, CPU and row
store performs better than CPU and column store, the same
can be observed for GPU. With a decreasing number of attributes, it changes to the opposite: column store shows better
performance, because only the columns that need to be returned are transferred. In case of row store, the whole table
still needs to be transferred, although only some attributes
are processed.

Response Time in ms

Response Time in ms

and column store handles the data in average 1.5 times faster
than GPU and column store. The poor performance of the
row store on a big number of update queries is due to the
data structure: numeric values are stored in the array of type
char, so changing these values and writing them back to the
array requires two type conversions for each value.
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Figure 9: Execution time for the projection operator
for different fractions of the table’s columns

Evaluation summary.

6.

To summarize our evaluation, we found three interesting
facts: (1) Small batch sizes are good for a row store operator
on the GPU. (2) For bigger batch sizes, row store operators
fall behind the performance of a column store implementation. This is due to a better coalescing when parallelizing a
column store operator on the GPU compared to a row store
operator, because it has to handle attributes of different
sizes. (3) Transfer times only play a vital role for operators
that work on a subset of attributes. Hence, the best storage
model for insert operators is independent of the transfer
time but only depends on the best coalescing for the current
implementation.
Still, our current implementation makes some assumptions
that may hinder the performance of the row store on the
GPU. Especially inserts could be implemented to allow for
better coalescing. Currently, inserts work on the granularity
of attributes (i.e., float values, integer values and even arrays
of chars), which inherently leads to changing offsets for the
compute units on neighboring values. As a consequence, the
insert operator should be implemented to work on a char granularity. Furthermore, the impact of code optimizations, such
as SIMD or loop unrolling, should be further explored [7].
The selection of CPU and GPU for the experiments defines
the point, at which one combination is outperformed by
a different one. However, the impact of the hardware is
expected to become less significant with increasing number
of queries.
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CONCLUSION

Due to the different device properties and application scenarios, the best storage model to be used can vary. In this
paper, we investigate the break-even points for inserts, updates and projections in a hybrid CPU/GPU system. Given the
data structures and operator implementations in this paper,
our results suggest that CPU performs best with a row store
and GPU with a column store for inserts and projections.
For update operations, a column store seems to be the best
storage model for both devices. However, our implementation
still leaves some tuning opportunities for the row store open
which could boost its performance beyond the one of the
column store on the GPU. This opportunity is left open for
future work.
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ABSTRACT

which results in a large degree of heterogeneities across system level, data sources level, or services level. The arising
challenge is to facilitate the organization of primary data
and to allow uniform access to these data sets [26].
The life cycle of data in general and of scientific data in
particular comprises a set of operations, among them are:
creation of logical collections to abstract the physical data
into logical collections; physical data manipulation to map
between logical and physical layers; persistence to define
data lifetime and the deployment of mechanisms to counteract technology obsolescence; data ownership to define who
is responsible for data quality and meaning; interoperability
support to deal with data location and autonomy and put
data together in the same logical collections; knowledge and
information discovery to identify and determine useful relations and information inside data; and data dissemination to
make aware the interested parties of changes and additions
to data collections.
It is important to effectively discover and reuse relevant
scientific data, and to integrate these data in a suitable manner that enables further analysis. In classical data integration scenarios, the goal is to provide an integrated schema
over multiple sources having a single and conceptual domain.
However, scientific data can be considered as a complex
multiple-world scenario. Often it is not possible or meaningful to integrate schemas of data sources into a single common scheme because these sources are disjoint. However,
there are some links and connections between these data
sources that are described by scientists. Though these implicit knowledge structures, the various pieces of information
should be glued together to answer scientific questions.
Ontology-based techniques can be used to represent such
knowledge which can be used to simplify data discovery
and data integration. A crucial step towards building such
semantic-based integration workflow is to engineer and develop an integrated ontology that describes data belonging
to a specific domain. To this end, in this paper, we introduce and outline a semantic-based scientific data integration
workflow, which is able to deal with scientific data integration challenges and problems. In particular, we describe the
steps related to the construction of the merged ontology. At
the core of our work is the question: Given the selected set
of ontologies relevant to the domain of interest, how to get
the integrated/merged ontology from this selected set and
how to leverage this ontology for query answering?
The rest of this paper has the following structure: Section
2 describes and discusses the challenges of scientific data integration. Our proposed workflow will be discussed in more

Scientific data is being generated, collected and archived in
different formats in high volumes by research groups, organizations and agencies worldwide. This large volume and high
complexity of scientific data have contributed to problems
such as heterogeneity in the syntax, structure, and semantics of data. Therefore, there is a growing need to propose
and develop scientific data management approaches having
the capability to cope with these challenges. To this end, in
this paper, we introduce a high level architecture supporting
a semantic-based data integration workflow, which basically
depends on the reuse of ontologies. In particular, we aim to
follow the ontology-based data access (OBDA) scheme allowing queries across different data sources through an ontology to which the data sources are mapped. We make use
of the partitioning-merging principle to engineer the domain
ontology of interest. First, based on the specific domain of
data to be integrated, a set of relevant ontologies will be selected among the huge number of available ontologies. Each
ontology is then partitioned into a set of suitable modules to
avoid dealing with unnecessary concepts and to reduce overlap. The set of proper ontology modules is then selected for
merging based on the integration objective.

Categories and Subject Descriptors
H.4 [Information Systems]: Data management systemsInformation integration; D.2.8 [Software Engineering]:
Metrics—complexity measures, performance measures

Keywords
Scientific data integration, Ontology, Semantic Web

1.

INTRODUCTION

Assembling scientific data from different disciplines has
become a great challenge and attracts a lot of attention.
These data sources are typically generated independently
and are most often distributed across different domains,
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detail in Section 3, focusing on the components needed to
support ontology partitioning and ontology merging. The
paper is concluded in Section 4.

2.

view specified as an ontology[25, 7]. In general, the OBDA
scheme architecture has three main layers, as shown in Fig.
1: Data sources layer: it consists of the data sources that the
system provides access to, e.g. relational, semistructured,
temporal databases and data streams. Semantic layer: This
layer has the main components related to ontology and semantic management, including ontology selection, ontology
partitioning, and merging. It also contains the components
related to user-based queries to support and facilitate query
answering, and Mapping layer: The main role of this layer
is to determine and maintain mappings between concepts of
merged ontologies and entities of different data sources.

SCIENTIFIC DATA INTEGRATION
CHALLENGES

To manage the complexity and to ease learning, science
has been split into many disciplines [23]. As a consequence,
scientific data have been collected and managed by different divisions. Furthermore and with the advent of high
throughput technologies in science, the data accumulation
has been growing exponentially. For example, the Human
Genome Project 1 has spawned hundreds of publicly accessible databases which grow larger and more numerous every
year. However, and originally, most scientific data were devised by a group of scientists who have limited data management background. The major purpose of these systems was
data storage rather than knowledge extraction. The main
challenge of scientific data is to integrate and analyze these
diverse and voluminous data sources to extract required information and knowledge. To achieve this goal, we have to
cope with different aspects of heterogeneities inside scientific
data. In general, heterogeneity in data management systems
can occur at different levels: system, data, and service [10].
In the following, we focus on the data-level heterogeneity.

4.

• Syntax-based. Syntactic heterogeneity is caused by the
use of different models. Most existing scientific data
have different representation format of data, some use
tabular formats, or file-based.
• Structural-based. Structure differences can arise when
similar data is represented using different schemas.

4.1

ONTOLOGY-BASED DATA ACCESS

The main objective of the Semantic Web is to support
and facilitate the sharing, exchange, and integration of data
across different domains and organizations. The knowledge
representation of semantic data is made possible by ontologies. In order to support semantic-based data integration,
we need to exploit multiple ontologies supporting matching
and mapping across them. An ontology is a formal explicit
description of a given domain described as: O = (C, P, I),
where, C is a set of concepts (classes); P is a set of properties or binary relations between the concepts; I is a set of
instances of the concepts [18].
In general, ontologies within the context of ontology-based
integration approaches are used to explicitly describe the semantics of the data source. There are different ways of how
to employ the ontologies extended from single ontology approaches to multiple ontologies approaches [37]. Single ontology approaches make use of one global ontology providing
a shared vocabulary for the specification of the semantics.
In multiple ontology approaches, each information source is
described by its own ontology. In ontology-based data access (OBDA), the aim is to give users access to a data source
or a collection thereof, by means of a high-level conceptual
1

Data layer

Scientific data generally are represented at different abstraction levels, and also expressed in terms of different formalisms such as alphanumeric data, multimedia data; structured, semi-structured, unstructured data. Thus, it has to
be possible to collect a – possibly dynamically changing –
set of data sources with different formats and organize it
in a common repository. Then we start to build our initial
semantic layer on top of this repository. If the set of data
sources of relevance or the domain of interest changes, the
mapping and or the semantic layer will be adapted.

• Semantic-based. Semantic heterogeneity is caused by
different meanings or interpretations of data in various
contexts.

3.

PROPOSED WORKFLOW

To the best of our knowledge, existing OBDA systems
make use of one ontology, since they are focusing only on
integrating data within the same domain. However, in the
case of integrating scientific data, we often have to deal
with data that originated from multiple domains. Also,
the exact scope of data sources relevant within a project
may well change over time. To deal with both the need to
integrate data across domains and the need to do so dynamically, we introduce a semantic-based data integration
approach, which makes use of the single-ontology strategy.
However, our ontology will be engineered and adapted using
the partitioning-merge method, as shown in Fig. 1. The
proposed system follows the OBDA scheme, so, it has three
main layers: data layer, semantic layer, and mapping layer.
In the following, we describe each of these layers focusing
on the semantic layer and its main components, specifically
ontology partitioning and ontology merging.

4.2

Semantic layer

This layer is responsible for providing a unified, ontologybased conceptual model of the domain of interest. It therefore needs to contain components for the creation of a merged
ontology and its adaptation as well as a query component
that enables the user to interact with the system. To create
the merged ontology, we have first to select a set of candidate
ontologies from the ontology repository, which are relevant
to data sources in the data layer and cover the domain of
interest. To this end, the system is fed a set of keywords describing the domain of interest. These can be extracted from
the data sources or from supplemental information (e.g. the
most relevant publications in the field) provided by the user.
Currently, at least 7000 ontologies exist on the Semantic
Web as a result of the growing value of ontologies. On the
one hand, this provides an unprecedented set of resources
for developers of semantic applications. On the other hand,
this large number of available ontologies makes it hard for
scientists to decide which ontology(ies) is (are) suitable for

https://www.genome.gov/
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of values might be adopted. Values of k determined
by statistical methods. There are several statistical
measures available for selecting k. These measures are
often applied in combination with probabilistic partitioning approaches. They are calculated with certain
assumptions about the underlying distribution of the
data. Values of k determined through visualization.
Visual verification is applied widely because of its simplicity and explanation possibilities. Visual examples
are often used to illustrate the drawbacks of an algorithm or to present the expected partitioning results.
Figure 1: Ontology-based data integration workflow

• User-based evaluation. In general, we can use several
aspects and criteria to evaluate the quality of partitioning process. For example, we propose and developed an evaluation metric that quantifies the goodness of a created partition [3]. In particular, this proposed metric uses high cohesion and low coupling of
the ontology partitions as a homogeneity (metric of
the internal characteristics of module concepts) and
heterogeneity (assessment of interdependency between
ontology modules) metrics. However, this kind of evaluation considers only the characteristics of the generated modules (partitions) and completely ignores the
requirements of user/scientists. Given that we are addressing the problem of scientific data integration, it
would better to involve the user/user requirements in
the evaluation process. The problem can be easily
tackled and addressed, if we deal with the extraction of
a single module from a large ontology [29]. But, it is a
lot more complex to involve user or user requirements
during partitioning evaluation.

their needs. Even if the scientist settles on an ontology (or a
set of ontologies), she is often interested only in a subset of
concepts of the whole ontology. For example, if a scientist selects the SNOMED ontology 2 , with 327128 fully annotated
concepts, she most probably is not interested in all concepts
of the ontology, but in a subset(s) of those concepts. To
cope with these issues, we first apply a rough selection of a
set of entire ontologies that can be considered as candidate
ontologies. After partitioning this set of ontologies, we make
use of the JOYCE [16] expects as input modularized ontologies and will select the optimal (or near optimal) subset of
ontology modules based on some user-defined criteria.

4.2.1

Ontology partitioning and selection

As described above, in some cases, the application scenario does not require to reuse the whole ontology, especially with very big ontologies. Therefore, we have to perform a partitioning step to modularize the selected ontology
into a set of partitions and the relevant partitions will be
later selected for integration [2]. To this end, we proposed
and developed an Ontology Analysis and Partitioning Tool
(OAPT) [2] that can first investigate the given ontology if
it is worthy to be reused. After that we make use of our
Seeding-based partitioning algorithm [1] that partition ontology into a set of modules. These methods produce several
modules for the input ontologies. Evaluation of the created
module also has been realized [3].
In our partitioning scenario, we still have several challenges that need to be investigated more. In the following
we discuss two of these challenges:

Once modules have been created, the best subset is chosen based on user-defined criteria. We rely on the JOYCE
framework mentioned above to perform this step.

4.2.2

• Optimal number of partitions determination. Determining the proper number of partitions for a given
ontology is a real challenging problem by the subjective nature of deciding what complements the correct
partitioning. It can be considered as a trial-and-error
process. To abbreviation we use the notation k for the
number of partitions. It is clear that the number of
modules (partitions) is generally an unknown parameter which needs to be either specified by users based on
their prior knowledge or estimated in a certain way[39],
which we categorized them as below: Values of k specified by the user; this is already implemented in OAPT
but it needs an experienced user with much knowledge
about the ontology being partitioned. Values of k specified within a range. The performance of a partitioning
algorithm may be affected by the chosen value of k.
Therefore, instead of using a single predefined k, a set
2

Ontology merging

Once we settle on the set of ontology partitions (modules)
we are interested in, the next step is how to integrate them
to get the merged ontology. In general, the ontology integration process has two main steps: matching and merging. In
the first step, ontology matching, similar concepts across different modules should be identified and determined. Based
on that links between these concepts should be constructed
based on the type of relationship. The second step, ontology merging, is how to merge these concepts based on the
established mappings.
Based on our context, we can formulate the ontology integration problem as follows: OI = ({M1 , M2 , ..., Mn }, Σ, Om )
where, M1 , M2 , ..., Mn are the set of ontology modules to be
merged, Σ is the set of mappings across modules’ concepts,
and Om is the merged ontology.
A first step towards achieving this goal is to determine
and identify corresponding entities across this set of modules. The creation of these links between modules’ concepts
is called mapping. To this end, within the OAPT we also
developed and implemented a set of matchers that make use
of (1) linguistic-based matchers; exploiting entities own features such as labels, names, and descriptions, (2) structurebased matchers; exploiting entities relationships (e.g., based
on the similarity of ancestors and/or descendants) and (3)
the similarity of associated instance data. The set of determined match correspondences forms a mapping between the

http://bioportal.bioontology.org/ontologies/SNOMEDCT
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two aligned ontologies.
Basically, three different topics need to be addressed by
ontology integration systems [30] : (1) merging classes,
(2) merging properties, (3) merging instances. Let Oi =
(Ci , Pi , Ii ) and Oj = (Cj , Pj , Ij ) be two source ontologies,
then an integrated ontology will be Om (Cm , Pm , Im ) = (Ci ∪
Cj , Pi ∪ Pj , Ii ∪ Ij ), which ∪ here means one operation based
on the similarity values. These operations can be one of as
composing, combining, modifying or assembling operations
on the source ontologies/modules, which can be selected automatically or by the user, however, selecting each operation may cause some side-effects on the result. This needs
to check on the heterogeneities issue, which we discuss them
later.
In the following, we discuss open issues related to ontology merging, e.g. extra knowledge can be useful in the whole
process of merging, optimization techniques supporting dealing with large-scale ontologies as well as the evaluation the
quality of the integrated ontology.

be fast and effective, especially in the large life science
ontologies [17]. Several approaches as shown in [21]
are utilizing re-use techniques based on a repository
of mappings. Annane et.al. [4] show the possibility
of improved mapping quality. They combine existing
mappings from a given biomedical ontology repository
to improve ontology alignment.
• Optimization Techniques.
Scientific data are collected in large volumes, e.g., recently we observed that new data sources are dramatically improving the resolution of geo-spatial data.
More difficult are disciplines where enormous data sets
can be produced by many laboratories and research
groups, e.g., genome sequencing. These developments
on the scientific data call for optimization methods
when integrating geospatial data. At that scale, it
is impractical to query anything out of the database
without some optimization techniques. Therefore, traditional data integration approaches deal with the scalability issues. Handling large volume of scientific data
need several optimization techniques in two directions:
(1) reduce the time needed to complete the task and
to (2) reduce the computational complexity. To minimize the time, parallelizing techniques [31] have been
proposed, which can be performed in parallel on multiple processors and computing nodes. In the case (2),
several techniques like [20] have been proposed to minimize the number of mapping pairs comparisons. Another possibility to deal with large-scale ontologies is
the holistic approach [32]. The idea of the holistic
methods is grouping the entities. One possibility to
group the entities is a clustering method. Moreover,
partitioning in the view of clustering or blocking approach, has already been successfully applied in largescale ontology matching in [1]. Recently this approach
has also been applied in the ontology integration [38].

• Extra knowledge.
In the context of ontology-based integration process of
scientific data using extra knowledge can have a significant effect on the whole process of merging [17]. User,
upper ontologies, background knowledge and existing
mapping results provide the most promising possibilities as extra knowledge for merge process:
User: Domain experts or ontology engineers can be
involved in every step of the ontology integration: (a)
during the analysis of input ontologies (modules) in
the pre-processing phase [30], (b) during the training
data (e.g. GLUE [11]), (c) in the evaluation and validation of integrated ontology, (d) in the initial configuration to set the parameters or methods, or (e) having
final decisions on the merge operations for the suggested correspondences. Many mapping errors could
be avoided if domain experts are interactively involved
in the mapping process [15]. However, the mapping or
merging of large-scale ontologies causes a large effort
and is a complex error prone task for humans.
Upper ontologies: Upper ontologies provide external resources to interpret the semantics of concepts and
relations. They help in the support of semantic interoperability [21]. For instance, to facilitate integration
in the biology domain, BIOTOP [5] an upper-level
ontology for OBO ontology is used to integrate other
ontologies.
Background knowledge: In the mapping process,
knowledge resources (e.g. used in [13]), thesauri (e.g.,
UMLS as a biomedical reference [22]), DBPedia (for
inconsistency detection [35]) can considerably improve
the mapping quality. Moreover, using background knowledge also has been encouraged by OAEI 3 . For example, LogMap [20] uses BioPortal as mediating ontology
provider, AML [9] has three sources of background
knowledge.
Existing Mappings: The previously determined mappings can be reused to enhance identification of mapping for another task during ontology integration. If
such mappings are available, ontology integration can
3

http://oaei.ontologymatching.org
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• Evaluation on merging result. Determining the quality
of the integrated ontology requires to compare it with
a perfect or near-perfect the integrated ontology, which
is almost impossible to obtain, especially for large-scale
ontologies or non-existent since there might be many
reasonable integrated results [8]. These reasons also
explain why there is no benchmark that could be used
to evaluate the quality of the proposed approach, e.g.
by using standard quality measures, such as Precision,
Recall or F-Measure. To assess the integrated ontology, we should find the errors and inconsistencies, resolve them, and do a final evaluation, which we discuss
these issues as bellow:
Checking: Based on the literatures, we believe that
the integrated ontology should be checked for potential errors as described below: (1) Conflict [28]: Suppose that ck and ct , which k 6= t are two concepts
in the integrated ontology. In this case, if the pair of
(ck , ct ) produces some inconsistency, we call it a conflict. Indeed, the conflict shows the contradiction or
inconsistent descriptions of overlapping entities from
the source ontologies in the integrated ontology. (2)
Dangling references: In this case, an entity refers to
another entity, which does not exist [27]. Another feature which might help to improve readability of the

integrated ontology is to avoid circular references [14]
as well as un-desired cycles. (3) Redundancy: another
unfavorable issue is redundancy, which happens in the
class hierarchy [28, 14]. Links in a class hierarchy may
be redundant if there is more than one path from a
class to a superclass. It is an important issue [19],
especially in the biomedical ontologies, while most ontologies are large, and these extra redundancies cause
to enlarge the size of ontologies. (4) Lazy and lonely
entities: Fahad and Qadir [14] defined lazy entities as
the leaf concepts or properties in the taxonomy that
never appear in the applications and does not have any
instances. Lazy entities as well as lonely concepts (they
do not have other connections) should be checked to
enable better maintainability and reasoning support.

completely possible to achieve all criteria at one time,
but the definition of a good balance of them can be
one of its challenges.

4.3

Mapping layer

Once the integrated ontology has been created, a mapping
is needed between concepts of the merged ontology and entities (data attributes) from different data sources. This is the
intended mapping layer. Furthermore, we should consider
during the linking process between the merged ontology and
data sources that data sources and the ontology have different semantics assumptions. The data sources, assuming
that structured data sets are relational, are designed based
on the ”closed world” assumption, while the ontology follows
the ”open-world” assumption.

Resolution: based on the previous section, we discuss on the resolution approaches as follows: (1) Conflict resolution: Although conflicts can be avoided and
ignored [12], some valuable approaches to solve them
exist. Using logical reasoning is one possibility to solve
the semantic conflict [24, 20], also, user-interaction to
decide on the conflict values is another approach [27].
Another solution by Biletskiy [6] resolved the problem of conflicts for ontology integration by identifying
homonymy and synonymy of concepts. Still, some issue in this case need more discussion, such as, how to
find the best values among conflicting values. (2) Dangling reference solving: PROMPT [27] solved them by
copying the referenced class from the source ontology
with the help of the user. Seidenberg and Rector [33]
use the locking technique to mitigate the dangling reference. Its challenges issue might be, if we add one
class in the integrated ontology, we add more an unexistence axiom, and it may require the entire structure of the ontology library to be changed to add a
single axiom. (3) Redundancy resolution: Noy et. al.,
[28] proposed if there is more than one path to any
parent of once class (other than the root of the hierarchy), suggest that one of its parents is removed. Moreover, Jantzen et.al. [19] have developed a method as
a trimming algorithm for systematically reducing redundancy in Gene Ontology. Another admire work
has done by Supek et.al. [34], which they had summarized GO by reducing functional redundancies. In
addition, reducing redundancy has used in other ontology aspects, such as ontology summarization. Zhang
et.al. [40] design a re-ranking algorithm to reduce redundancy in ontology summaries, to enhance the coherence of the summaries. (4) solving lazy and lonely
entities: Based on Fahad and Qadir [14], such concepts should be deleted or replaced with specialized or
generalized concepts that occupy such instances and
would be used in the application domain.

5.

CONCLUSIONS

In this paper, we introduced a semantic-based integration
workflow to support the integration of heterogeneous scientific data. In this workflow, we focused on two vital phases
towards building and constructing the workflow namely: ontology partitioning and ontology mapping and merging. In
each phase, we discussed the remaining challenges that we
need to address and tackle in our ongoing research. For
ontology partitioning, the determination of optimal number
of modules and the evaluation of modularization results are
two main points. For mapping and merging, we have to
deal with how to exploit extra knowledge and resources to
enhance and improve mapping result and evaluation of the
integrated ontology. Furthermore, defining mappings from
the ontology to the underlying data sources remains an area
of interest.
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[20] E. Jiménez-Ruiz and B. C. Grau. Logmap:
Logic-based and scalable ontology matching. In ISWC,
pages 273–288, 2011.
[21] Y. Kalfoglou and M. Schorlemmer. Ontology mapping:
the state of the art. The Knowl. Eng. review,
18(01):1–31, 2003.
[22] P. Lambrix and H. Tan. SAMBO- a system for
aligning and merging biomedical ontologies. Web
Semantics: Science, Services and Agents on the World
Wide Web, 4(3):196–206, 2006.
[23] A. Li. Facing the challenges of data integration in
biosciences. Engineering Letters, 13(3), 2006.
[24] K. Liu, W. Pan, and X. Yu. A method of conflict
checking for ontology integration based on distributed
interpretation. 2015.

[25] K. M. Livingston, M. Bada, W. A. Baumgartner, and
L. E. Hunter. Kabob: ontology-based semantic
integration of biomedical databases. BMC
bioinformatics, 16(1):1, 2015.
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ABSTRACT

their resources in a sustainable way; they need to cope with
an aging population that needs access to mobility or health
care. Initiatives targeting these challenges extend the term
“Smart City” to be a “Smart Region”.

Smart cities have gained a lot of attention in recent years.
Under this vision, people develop and plan how life can be
improved in cities that constantly grow, which makes city
management harder using only conventional methods. Hence
many cities rely on live data gathered by multi-sensory constellations.
Living Lab Ecosystems aim at offering a common platform for research, private and public institutions for data
collection and processing for research and development purposes.
One of the big challenges is the quality of data generated
by the different sensors, based on which important decisions
are made. In this paper, we propose a Quality Aware Sensor
Data Stream Processing as part of a Living Lab infrastructure that continuously monitors data collection and enriches
the data with relevant quality information.

The use of a Living Lab as a platform for testing new
technology, implementing new research ideas in the fields of
smart region and smart city has a big potential. It enables
a productive and transparent cooperation between research
institutions (e.g. universities), public institutions (e.g. city
management), companies and citizens. It facilitates data collection from different data sources and sensors in the activity
region of the Living Lab and the implementation of new solutions for city problems.
The University of Bamberg will operate a Living Lab that
includes different components and interfaces to handle incoming data streams from a multi-sensory installation. The
Living Lab can process data for the clients and give back results as well as acquiring sensor data from external sources.
The data gained can be in turn published for the general
public.

Keywords
Data Stream Processing, Data Quality, Sensor Networks,
Complex Event Processing

1.

To achieve our goals, a lot of requirements have to be met,
and controlling and managing data quality is one of those requirements. Data quality is very crucial for decision making,
since unknown data quality will yield decisions of unknown
quality. Our contribution is a proposal for a Quality Aware Sensor Data Stream Processing in a Living Lab platform
that receives data and continuously enriches it with the important quality information.

INTRODUCTION

Cities are getting bigger and bigger. Statistics show that
cities are becoming larger than urban areas. This poses a lot
of challenges to city management, who has to deal with all
aspects of daily life and handle the problems as they come.
However, not only mega cities have to face those problems.
The philosophy behind smart cities aims at involving inhabitants, city authorities and companies in the management
of the different utilities. IBM [7] defined a smarter city as
a city that optimally exploits the data from the available
data networks for a better management and control over
the different processes. Realisation of smart cities underlies
different applications and communication channels that enable the integration of the aforementioned stakeholders into
the whole system. In addition to mega cities, even smaller
communities can benefit from such approaches to manage

The use of sensors as the main source of data brings us
to the ever increasing use of multi-sensor applications that
perform its computations based on the combination of data
from different sources. These applications have to be provided with enough data quality to make sure the outcome meets the application-specific requirements. Where large
areas are equipped with many cost effective sensors means
that a high spatial redundancy is available and can be exploited to make up for the lack of precision and faulty behaviour of the sensors. Besides we can have sensors that
offer content-redundancy like providing related observations
about the same feature of interest. This can also be used to
determine the quality of one measurement using the other
observation as a determining factor.
The paper is structured as follows: in Section 2 we introduce a main use case for a data quality component in the
Living Lab. In Section 3 we discuss the related work in the

29th GI-Workshop on Foundations of Databases (Grundlagen von Datenbanken), 30.05.2017 - 02.06.2017, Blankenburg/Harz, Germany.
Copyright is held by the author/owner(s).
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area of data quality and derive the quality dimensions of this
quality component. In Section 4 we present the general architecture of the system, the underlying Sensor Model and
the query plan that generates that quality enriched data.
In the last section we discuss challenges of data quality in
sensor data and future work.

2.

USE CASE: PEOPLE COUNTING

Figure 2: People counting in street festivals

The use cases for a Living Lab infrastructure are manifold.
They range from environmental monitoring (e.g., the water
level of a river) over multi-modal mobility management to
smart energy solutions. In this paper we present a use case
of public safety in street festivals. The festival organizers get
permission from the city management to organize a street
festival and pledge to comply with the safety guidelines defined by the public order office.

FTs data is fed to the OPs and the result is the number
of distinct devices. Another operator is fed data from FT
and camera and computes the WiFi-Ratio. WiFi-Ratio is
the relationship between the number of people counted by
the camera and the number of mobile devices seen by the
FTs. The expected result at the end of the stream processing
chain is an estimation of people gathered in the area covered by the sensors (cameras and scanners). The numbers of
street occupancy in the different locations of the festival are
monitored continuously by the public order office, and measures are taken if people at some place exceed the tolerated
number. In such situations a good estimation of people is
important, however data coming from sensors is not always
good enough.

The public order office and the organizers want to continuously monitor the situation on the streets where the
festival is taking place. An estimation of people’s count is
a valuable information for all parties in this use case. The
stakeholders in this situation are the city management represented by the public order office, the festival organizers,
and the different businesses in the festival area.
The public order office needs an overview on the situation on the streets. The office makes assumptions about the
capacity of the streets and the flow of people. It has also
guidelines for safety measures. The University of Bamberg
operates the Living Lab, which receives data from different
sensors. In order to estimate the number of people on a certain area, people counting cameras and mobile devices scanners (FT) are deployed. FT stands for FlowTrack that is a
commercial product whose function is to scan a certain area
for mobile devices [6].

Exact information provided by the processing of sensors’
data is crucial for this scenario because it enables the authorities to take decisions to avoid any unwanted outcomes.
Figure 2 depicts one standard situation in a street festival.
If the number of people exceeds a certain threshold on a
small business street, shops and locals occupying parts of the
streets are immediately notified to clear the occupied space
from any objects(tables and chairs) to make more room and
improve the fluidity of movement.
From the aforementioned use case we can derive two main
requirements:
• Live data quality assessment: we need to have a real
time assessment of the data quality, to make sure that
estimations and computations using the data will yield
good results.
• Multi-Sensor data quality: since the outcome of any
process depends on the combination of different data
sources, we would like to ascertain the effects of data
quality of one source on the others.

Figure 1: people counting process

3.
The cameras report people entering a defined area and
mobile devices’ scanners (FTs) report the mobile devices
in approximately the same region. Mobile devices’ scanners
(FT in the figures) are devices that scan a certain area and
record the MAC addresses of mobile devices in the area.
Data from both sensors will be sent to the Living Lab for
processing by the stream processing service.

RELATED WORK

Many authors have discussed the issue of data quality.
In this section, we focus on the most relevant one to our
use case. Sheikh et al. proposed a middleware that decouples applications from the data producing sensors [13]. The
middleware aims to make up for the quality limitations of
the context sensors. This research restricts context information on data about humans, i.e., the focus on human users
and not entities in general, whereas we do not want to limit
our approach to data generated by humans.

Figure 1 shows the processing that needs to be performed
in the Living Lab. A stream processing component computes the results using several operators (OPs). The operators
either process the data directly as it comes from the sensors
or process data already processed by other operators. The

Schiffers [14] defines quality of context as “any information that describes the quality of information that is used as
context information”.
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of the processing relies on a combination of data from different sources (sensors). Live data quality assessment enables
the Living Lab stakeholders to get insights on the data used
for their decision making processes and for the operators
of the Living Lab to monitor the infrastructure. Statistical
analysis of the historical data can produce knowledge about
the influence of external factors on the sensor measurements.
From the related work in the area of data quality in [3]
and the work achieved by [9], we can derive the relevant data
quality dimensions for our use case. We define each property
and give its formula (analog to [3]).
Figure 3: The Living Lab (LL)

Accuracy we define accuracy as the veracity of values
delivered by the different sensors. As data from sensors is
error-prone, we want to check continuously the values delivered by the deployed sensors and compute the accuracy of
the measurement based on defined conditions of the sensor
model.

Batini et al. offer an interesting view on the data quality
dimensions and their respective definitions in [3].
The work of Batini defines clearly dimensions of quality
like accuracy and completeness, and provides clear definitions of some of those dimensions. The list of dimensions
presented in the work cover all the data dimensions needed.
From the related work described above, we can see that
most work in the domain of data quality focuses on describing the quality with the use of different parameters and
the value range for each parameter. The research in this area
also does not examine the impact of data quality on the processing results and focus on data quality without considering
methods to compute it online.
Since sensor data is known for being error prone and its
exposure to many disturbances, it has to be collected from
multiple sources and integrated together to make up for the
lost quality. In the context of data stream processing was the
focus initially on Quality of Service. QoS dimensions in data
stream processing are classified by Schmidt [11] into timebased dimensions like throughput and latency and contentbased dimensions such as sampling rate data mining quality.
Further work on QoS in data stream processing aims at
producing Data Stream Management Systems that are qualityaware. In [12] Schmidt et al. develop a deterministic data
stream processing system called QStream that offers QoS
parameters to users to choose from.

Completeness is given by the breadth, width and scope
of data for the given task. Completeness answers this question: how sufficient is the information provided by the data?
Completeness can be described by completeness of schema,
completeness of columns, and completeness of population.
In our use case we can compute the completeness of the populations of the flowtracks based on the number of people
seen in the area.
Since our focus is on live processing of data streams, we
have to take a look at the existing work in the area of data
quality in stream processing. In our previous work, we implemented quality-aware processing of sensor data in a Data
Stream Management System (DSMS) in an automated manner [9]. In our approach the processing results are enriched
with additional quality information. The method relies on
using an existing ontology to describe sensors and their capabilities and qualities in a sensor model. The information
provided by the sensor model is used to compute the data quality continuously. Whereas the focus in the previous
work was on determining the quality dimensions of sensor
data based on observing sensors and probabilistic models,
we try here to use statistics about historical data to find out
the factors that influence data quality (like accuracy) and
put it into the sensor model.

4.

In [1] Abadi et al. propose a dynamic optimization model at the operator level to optimize different QoS metrics
across a combined server and sensor network. In [8] Klein
and Lehner present a flexible model for the propagation and
processing of data quality in a stream processing network
for sensor data in a smart environment, where the approach
relies on adapting operators.

APPROACH

Within the data-management of the LL, we implement
quality-aware processing by enriching the data stream queries with partial plans to monitor the data quality. The implementation for this enrichment comes from a sensor data
model. In this chapter, we first introduce the general architecture of this approach. Then we give an example for the
sensor data model before we show the enrichment of the query plan. We will take the camera as a first step, for which
we want to compute the accuracy. The completeness will be
addressed in a future work.

Geisler et al. [5] proposed an ontology based framework for
data quality in data streams. The Data Quality framework
is an ontology that manages all Data Quality related metadata. The related work misses the importance of analysing
historical data to get insights on the influence of external
factors on the accuracy of the data.

4.1

Architecture

As we see in the Figure 3, sensors generate data and send
it to the Living Lab, where data stream processing components process the data. Organizers and public order office

From the above we also point out to the importance of our
work in the area of data quality in a Living Lab, where much
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Figure 4: The SSN Model of the camera

Figure 5: The Quality Query Plan
receive the counts as a result of the processing.

temperature sensor is reduced, i.e, there is an object that
covers the temperature sensor and the values produced can
no longer be trusted.
For the cameras that we use in our installation, the main
factor that influences the quality of the measurement is the
distance to the center. As first experiments show, the error in height measurement increases with the distance (see
Figure 7). This effect can be described with SSN. Figure 4
shows the SSN model of the camera sensor, which reports
the position and the height of every person walking through
its deployment area. The height property has a measurement
property, which is its accuracy. We can have either high accuracy and low accuracy and both depend on the condition
of the distance to the center area of the camera. The height
measurement has a low accuracy and a high accuracy and
each one depends on the condition set by the position of the
tracked person. High accuracy can be achieved when the
person is in the center of the camera area or in the proximity area (up to 2 meters). A low accuracy is reported if the
person is tracked far from the center area of the camera.

The Data Stream Management System system receives
the data and the sensor model information to enrich the
query plan with quality-aware operators. The operators can
then enrich data with quality properties. The enrichment
and query transformation is depicted in Figure 6

4.2

The Sensor Model

To describe the sensors, their capabilities, deployments
and their combinations we use Semantic Sensor Network
(SSN) ontology [4]. This ontology can specify the survival
ranges of sensors and the sensors performance within those
ranges. The ontology offers also the possibility to describe
the field of deployment of sensors, where the duration and
purpose of deployment is indicated.
To enable the quality-aware processing we model the conditions under which a sensor provides which quality. In addition we model if there are sensors that could monitor these
conditions. If such sensors exist, we can use them to assess
the quality of the main sensor. One example in [9] consists
of the combination of a temperature sensor as a main sensor
and a position sensor as monitor. The monitor is deployed
nearby the main sensor and gives the distance to the nearest
object above the temperature sensor. If the distance sensor
gives a value of less than 1 meter then the accuracy of the

4.3

The Data Stream Management Query Plan

To implement the set of quality operators we follow the
ideas of Kuka and Nicklas [10], where the SSN ontology is
used to describe the sensors and the quality properties of
their observations. We use also a customizable Data Stream
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Figure 6: Query enrichment and transformation

5.

CONCLUSION AND FUTURE WORK

This paper presents an approach to assess the quality of
sensor data in a Living Lab and to enrich live data with
quality meta data. The Living Lab has many use cases that
make the idea of offering quality-enriched data very appealing. Our experience with sensor data shows that continuously monitoring the quality of data from sensors has a
huge impact on the processing results. The city of Bamberg
is home to street festivals that take place on a regular basis. We intend to use those events to test the infrastructure
and the quality components to see how well they can perform on a real life situation. Other plans include the use of
different sensor types in other use cases to make the quality
aware processing cover as many sensor types as possible. We
want also to compute the completeness of the data for the
flowtracks from our use case.

6.
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ABSTRACT
To achieve high performance, the lower system layers of a
DBMS should enable very efficient access to the database.
With the exception of MMDBS, all other architectures need
to cope with two levels of data access, where the database
is stored on secondary storage and (part of) the current
working set is kept in main memory and managed in the
DBMS buffer. Even if ever larger main memories are available
today, the performance behavior of most DBMS still relies
on an effective buffer management, where only a fraction of
an OLTP workload is present in main memory.
Therefore, DB buffer management is usually optimized
for scenarios where only a small subset of the database is
held in main memory and still many references to database
pages require pages to be accessed from secondary storage.
Those page misses take much longer (typically orders of
magnitude) than page hits, when the referenced page is
found in the DB buffer. Optimization efforts concerning
page hits do not result in substantial performance gain when
a significant amount of references results in page misses. On
the other hand, when (almost) only page hits occur, even
a tiny performance optimization of those page accesses can
bring substantial performance improvement—even if that
results in a slightly increased overhead on page misses. In
this paper, we evaluate the use of pointer swizzling by a
DB buffer manager as a measure to optimize page hits in a
mostly memory-resident OLTP workload.
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1.

INTRODUCTION

Durability as an essential demand of the ACID paradigm
requires a persistent state of the DB, usually achieved by
use of “stable storage” (HDDs or SSDs). A DBMS, in turn,
needs fast and efficient access to DB data while processing
DB operations. For this reason, buffer management provides
in-memory copies of DB pages to the higher DBMS layers.

The access time gap between RAM and SSDs or even
HDDs makes page misses in a buffer pool tremendously more
expensive than page hits. Thus, an obvious optimization goal
is to augment the hit rates, which can be achieved—besides
improved page replacement algorithms, often tailored to the
workload—by use of ever larger DB buffers. These days,
an OLTP working set often completely fits into the DB
buffer pool due to grown main-memory sizes; therefore, I/O
latency is not a bottleneck anymore. But, because of the
substantially increased average speed of page references, the
processing overhead of page hits may now become relevant
for the overall DBMS performance. It might even become the
major DBMS bottleneck, as the results of S. Harizopoulos et
al. [5] suggest.
The operations executed by the buffer manager during a
page reference are fix and unfix. In case of a page hit, i.e., if
the page is found in the buffer pool, the buffer manager needs
to locate the page stored in one of its buffer frames; then, it
acquires the related frame latch for the calling thread and
modifies the statistics of the page replacement module (e.g.,
increase the reference count or update the LRU list). During
unfix, the only operation required is to release the latch,
which has insignificant cost. The update of page replacement
statistics is usually also cheap with a suitable strategy like
CLOCK, which requires writing to a local variable instead of
modifying a global data structure, as in LRU. Therefore, the
only two significant operations during a page hit are latching
and mapping page IDs to frames. This work focuses on the
latter aspect, i.e., on reducing the cost of page ID lookups
for page hits.
The technique explored in this work is pointer swizzling
in the context of buffer management. Section 2 outlines the
process of page ID lookups in detail, while Section 3 describes
how this process is optimized with pointer swizzling. Section
4 presents a short performance evaluation of pointer swizzling compared to traditional approaches. Finally, Section 5
concludes this paper.

2.
2.1

USAGE OF A HASH TABLE
Fix a Page

When a hash table is used to locate database pages in the
buffer pool (and latching for concurrency control), a page fix
basically works as sketched by Algorithm 1. First, the hash
table is looked up for the given page ID on line 2. Such a
hash table is illustrated in Figure 1. The hash table returns
the index of the buffer frame, where the requested page can
be found, or NIL, if the page is not in the buffer pool.
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Figure 1: Example of a B+tree-like data structure partially buffered in main memory where the buffer manager uses a hash table
to locate the buffered pages. The notation is defined in Figure 2.

1: function fixPage(pageID, latchType)
2:
frameID ← hashtable.lookup(pageID)
3:
if frameID = NIL then
. Miss
4:
if full then
5:
frameID ← chooseVictim
6:
acquireLatch(frameID, EX)
7:
victimPageID ← getPageID(frameID)
8:
hashtable.remove(victimPage)
9:
else
10:
frameID ← chooseFreeFrame
11:
acquireLatch(frameID, EX)
12:
end if
13:
page ← storageManager.retrieve(pageID)
14:
insertIntoFrame(frameID, page)
15:
hashtable.add(pageID, frameID)
16:
end if
17:
acquireLatch(frameID, latchType)
18:
referenceStatistics(frameID, pageID)
19:
return get(frameID)
20: end function

2.2

Algorithm 1: Page fix without pointer swizzling

If a page miss happened, the page needs to be fetched
from secondary storage, which requires a free buffer frame.
If there is none (line 4), then a page needs to be evicted.
On line 5, a page gets selected for eviction using some page
replacement algorithm. To prevent concurrent fixes of the
page to be evicted, the corresponding frame needs to be
exclusively latched (line 6). Afterwards, it can be removed
from the hash table using its page ID retrieved on line 7. If
there is a free buffer frame, its index gets retrieved on line
10. To allow the buffering of a new page inside that frame,
it requires again an exclusive latch (line 11).
When the index of such a free frame is known, the requested
page can be retrieved from secondary storage. The required
I/O operations are handled by the storage manager on line
13. The actual page is written to the free buffer frame on
line 14 and its page ID is inserted into the hash table on line
15 to enable the location of the page during subsequent fixes
of that page.
When a requested page is already in the buffer pool, the
related latch is acquired1 on line 17. Most page replacement
strategies collect statistics on page fixes; thus, the fix operation is recorded on line 18. Finally, a reference to the
requested page is returned on line 19.
1
If it was a page miss, the held exclusive latch might get
downgraded.

B+Tree Traversal

Let us discuss the search in a B+tree index using an example
where the initial state of the buffer is shown in Figure 1. The
left part shows a B+tree index structure partially cached in
the DB buffer. The right part visualizes the corresponding
hash table, mapping each of the buffered database pages to
its corresponding buffer frame.
When a record with key 250 is requested, the search in
the B+tree starts at the root page. The page ID of the
root—1—is given from the system catalogs. Therefore, the
first call to the buffer manager will be fixPage(1, SH). The
call of lookup(1) calculates 1 ≡ (1 mod 7) and the hash
table’s entry for a hash value of 1 is the mapping from page
ID 1 to the frame index 0b000. Because of the encountered
page hit, the only major step left is to acquire a shared latch
using acquireLatch(0b000, SH). If no other thread holds
an exclusive latch on this frame, this call will return nearly
instantaneously.
The search is continued within page 1 and identifies the
next page to be examined having page ID 10. Therefore,
the buffer manager will call be fixPage(10, SH) which, in
turn, will execute lookup(10) on the hash table, yielding
10 ≡ (3 mod 7); thus, the frame index corresponding to page
ID 10 is in the hash table at index 3. However, the found
entry is for page ID 3. Therefore, the related overflow chain
has to be checked, revealing that the searched page can be
accessed in buffer frame 0b011. Then, this page is latched
and its frame address is returned.
The following call of fixPage(6, SH) does not work like the
preceding ones. The call of hashtable.lookup(6) returns
NIL, which signals a page miss. As the buffer pool is currently
full, a page needs to be evicted. Assuming that the eviction
strategy picks the page2 with page ID 5 to be evicted from
buffer frame 0b001. Therefore, it is exclusively latched and
removed from the hash table. Such a removal is hardly more
expensive than a search inside it. The most expensive task
during a page miss is the subsequent retrieval of the page
by the storage manager, which is then stored in the buffer
frame with index 0b001. The mapping from page ID 6 to
buffer frame index 0b001 is added calling hashtable.add(6,
0b001), which is roughly as expensive as a search in the hash
table. As the requested latch was of type SH, the exclusive
latch held by the calling thread gets downgraded to that type
and the page is returned.
The calling transaction can now find the searched key 250
in that page.
2
Depending on the chosen page replacement algorithm, the
selection of a victim can be very costly.
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3.
3.1

buffer management overhead

As shown in Figure 4, the lion share of the time spent during
a page miss is required for the eviction of the victim page
and the retrieval of the requested DB page, in this case on
an SSD. On a system running 8 worker threads concurrently,
the majority of time spent during a page hit is waiting for
the latch. This considers the average case only, as most page
fixes do not need to wait to acquire the latch. When only
those page fixes are considered where a shared latch was
requested, the average time required for latching drops by
∼30 %. But the hash table lookup also requires a significant
time share during a page hit—in such a case, it is responsible
for ∼15 % of the cost. Section 3 below describes how to
mitigate this cost.
When comparing the overall time required for a page fix,
a page miss takes in average 19× longer than a page hit.
Figure 3 illustrates the overhead due to buffer management
for different hit rates. When the hit rate is at 75 %, more
than 85 % of the entire runtime of page fixes is required for
the remaining 25 % of page misses. Therefore, it is more
important to optimize the performance of page misses when
the available main memory is smaller3 . But when the whole
working set fits into the buffer pool, then the hit rate will be
close to 100 %; for example, for a hit rate of 95 %, the page
hits already require around 50 % of the runtime of the buffer
manager. Therefore, the overhead due to buffer management
would be significantly decreased if the hash table lookup is
omitted.

overhead due to

page hits

overhead due to

page misses

hit rate

15,000

20,000

Figure 4: Runtime of an average page fix: Illustration of
time slices for the tasks executed4 .

page in the buffer pool

Cost of this Technique

75 %

10,000
runtime [ns]

Figure 2: Notation in Figures 1 and 5
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Figure 3: Overhead imposed by the buffer manager represented by the total time spent for fix pages
3

The higher I/O latency of HDDs increases the runtime of
page misses, which is another reason why the optimization
of page hits was not that effective years ago.

Fix a Page

The fixing of a DB page when using pointer swizzling requires
the same basic tasks as the traditional technique presented in
the previous section. But due to swizzling, the parent page
is required during page misses. To keep the buffer pool with
pointer swizzling simple, it requires that only one pointer
per page referencing it should exist (Figure 5). Therefore, a
B+tree index where the data pages are not only linked to
the inner navigational pages but also to their following (and
preceding) siblings to form a linked list [2], is not supported.
In the original work [3], the write-optimized Foster B-tree
was used [4]. The restriction to one pointer per page makes
it simple to guarantee that every pointer to a page in the DB
buffer is always swizzled. This makes the management of
swizzled pointers during page misses and during page eviction
much simpler. Another consequence of that restriction is
the fact that a transaction, before fixing a page, needs to
fix its parent page and therefore it can offer the frame ID
of the parent page with nearly no overhead when fixing a
page. This makes the swizzling of the pointer inside that
page much cheaper.
To facilitate the comparison between the new approach
and the traditional technique, fixing of a page inside a buffer
pool using pointer swizzling is presented in Algorithm 2 in
the same way the traditional approach was presented in
Section 2.
The very first step when fixing a page under pointer swizzling buffer management (PSBM for short) is a check if
the page ID is swizzled, which is done on line 2. To that
end, the most significant bit in the page ID format is used.
The overhead of one bit does not significantly restrict the
maximum number of pages the DBMS can manage—in fact,
most 64-bit CPU architectures only use 48 bits for virtual
memory addresses, and the unused bits are commonly used
for techniques similar to pointer swizzling. If a page pointer
is swizzled, the pointer contains the frame index where the
requested page can be found (line 3) instead of its page ID.
If a pointer is not swizzled, i.e., it contains the actual page
ID, the page is not in the buffer. To bring the database page
into the buffer pool, the steps required in the traditional
approach need to be taken here as well on lines 6 to 8, 14,
15, 17 and 18. But instead of updating the hash table, the
pointer in the parent page of the new page needs to be
swizzled and in case of a full buffer pool, the pointer in the
parent page of the evicted page needs to be unswizzled.
To unswizzle a pointer inside the in-memory copy of the
parent page of the replacement victim, the frame where this
page can be found needs to be located. The arguments of the
fixPage function only contain the buffer frame index where
4
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USAGE OF POINTER SWIZZLING

Minor management tasks omitted.

1: function fixPage(pageID, latchType, parentFID)
2:
if swizzled(pageID) then
. Hit
3:
frameID ← pageID
4:
else
. Miss
5:
if full then
6:
frameID ← chooseVictim
7:
acquireLatch(frameID, EX)
8:
victimPID ← getPageID(frameID)
9:
victimPaFID ← getParent(frameID)
10:
acquireLatch(victimPaFID, EX)
11:
unswizzle(victimPaFID, frameID, victimPID)
12:
releaseLatch(victimPaFID)
13:
else
14:
frameID ← chooseFreeFrame
15:
acquireLatch(frameID, EX)
16:
end if
17:
page ← storageManager.retrieve(pageID)
18:
insertIntoFrame(frameID, page)
19:
setParent(parentFID)
20:
acquireLatch(victimPaFID, EX)
21:
swizzle(parentFID, pageID, frameID)
22:
releaseLatch(victimPaFID)
23:
end if
24:
acquireLatch(frameID, latchType)
25:
referenceStatistics(frameID, pageID)
26:
return get(frameID)
27: end function

the frame ID, with the swizzled bit set to 1. And as the
replacement of pointers changes that parent page, its latch
needs to be acquired in exclusive mode (line 20) just for that
task (line 22).
Once the frame is properly located and loaded, it is latched
in line 24. Like in the traditional approach, this potentially
downgrades the exclusive latch, if it is a page miss. The
notification of the page reference (line 25) and the return
of the reference to the page fixed (line 26) also needs to be
done the same way as it is done in the traditional approach.

3.2

Algorithm 2: Page fix with pointer swizzling

the parent page of the requested page can be found, but as the
replacement victim is picked independently from the calling
transaction, it is not known at the time when the fixPage
function is called. Therefore, locating its parent page needs
to be done differently. When fixing a page, the frame index
of its parent page is always known and, therefore, storing
this frame index inside the buffer frame of its child page
does not introduce significant overhead. Thus, the required
frame index of the victim’s parent page can be retrieved from
there on line 9. But as our implementation still requires the
hash table for management tasks, the frame index of the
parent page is maintained there. To perform unswizzling—
which actually implies a change of the parent page—thread
safe, the parent page is latched in exclusive mode on line
10. During unswizzling, the page reference field inside the
page buffered in frame victimPaFID containing frameID is
replaced with the victimPID on line 11. Afterwards neither
the replacement victim nor its parent is required anymore
during this page fix and therefore the latch of the victim’s
parent can be released. The latch of the frame, where the
replacement victim was found, cannot be released because
this frame is required to buffer the requested page in it.
If the buffer pool was not full when a page miss happened,
an unused frame needs to be chosen on lines 14 and 15 and
this task does not interfere with locating a page. Therefore,
it is the same as in the approach using a hash table.
The retrieval of the requested page from persistent storage
(lines 17 and 18) also works the same as before. But while
the page was added to the hash table at this point of the
traditional approach, here swizzling is required. To support
unswizzling as described before, the frame index of the parent
page is stored in the frame of its child page on line 19. The
swizzling step on line 21 works similarly to unswizzling:
the page pointer inside the parent frame is replaced with
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B+Tree Traversal

The initial state of the B+Tree and of the buffer manager in
Figure 5 is the same as in Section 2. But instead of having
a hash table as additional data structure, some of the page
pointers in the pages 1, 5 and 10 are swizzled.
When a record with key 250 has to be accessed, the search
in the B+tree starts at the root page. The page ID of the
root—1—could be found in the system catalogs in the same
way as via hash table access. But when pointer swizzling is
used between the pages of an index structure, it can also be
applied to the pointers from the system catalogs to the root
pages of the index structures used. Therefore, the system
catalogs contain the buffer frame indexes—here 0b000—of
root page currently kept in the buffer. Furthermore, a root
page can be fixed using that buffer frame index and using a
simplified version of Algorithm 2.
The next page on the access path to the record with key
250 has page ID 10. But as the pointer between separator
keys ·200· and ·400· contains the swizzled pointer 0b011,
the next call to the buffer manager will be fixPage(0b011,
SH). For example, using the technique to recognize swizzled
pointers introduced above5 , a call to swizzled(0b011) would
return true. Hence, the buffer manager recognizes a page hit
and, in turn, it treats 0b011 as the buffer frame index where
the requested page 10 can be found. The only important
steps left to fix that page are to acquire its latch calling
acquireLatch(0b011, SH) and to return the actual page
address by executing return get(0b011).
As the next page on the access path with page ID 6 is not
currently held in main memory, the pointer before separator
key ·300· is not swizzled and therefore just contains the page
ID 6. The following call of fixPage(6, SH) therefore does
not work like the preceding calls to that function. The call
of swizzled(6) returns false, which signals a page miss6 . As
the buffer pool is currently full, a victim page needs to be
chosen. Assuming, the page eviction strategy picks the page
with page ID 7 to be evicted from buffer frame 0b100. In
the example in Section 2, the page eviction strategy picked
page 5 for eviction but as there are child pages of that page
buffered in the buffer pool (pages 2 and 3), this page cannot
be evicted when using pointer swizzling. To evict the page
in buffer frame 0b100, the frame gets exclusively latched and
the page ID 7 of the contained page gets read7 from the
buffer frame. The call of getParent(0b100) returns 0b011
and, as this buffer frame is already latched, the call of acquireLatch(0b011, EX) will only upgrade the shared latch
to exclusive mode. With that page latched exclusively, the
5
The bit of the page ID dedicated to that recognition is not
shown in this example.
6
Implied by the fact that the parent page does contain an
actual page ID instead of a swizzled pointer.
7
The pickVictim function could also directly return that.
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0b111
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0b100
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Figure 5: The same data structure and data like in Figure 1: The buffer manager uses pointer swizzling to locate pages.

3.3

Cost of this Technique

Compared to the traditional buffer management (TBM) approach, a page hit does not require a hash table lookup;
therefore, the only cost of a page hit for PSBM is the time
for latch acquisition, as presented in Figure 6. But this overhead is identical for both approaches and, hence, average
page hits are ∼15 % faster due to pointer swizzling9 .
For page misses, the only differences between both approaches apply to page eviction and the swizzling procedure.
As we use RANDOM page replacement10 in our experimental
DBMS, the differences in hit rate and runtime of page eviction between the two approaches are insignificant. However,
pointer swizzling contributes some overhead to page misses.
However, the swizzling step adds a small overhead of ∼2.5 %
to page misses.
Not included in the algorithmic sketch of PSBM is the
usage of a hash table for additional management tasks such
as synchronizing concurrent reads and writes on persistent
storage, i.e., managing in-flight I/Os.
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Figure 6: Runtime of an average page fix for PSBM: Illustration of time slices for the different tasks executed11 .

During the runtime measurements of different phases of
page fixes, we encountered a great spread of runtimes for
some of the phases. It is clear that some page fixes wait
very long for a latch (exclusive latching of pages in higher
levels of the B+Tree), while others instantly acquire the
requested latch (page misses imply that the pages were not
in use). We also note that the average time required for page
fetching drastically varies (∼10 000 ns–17 500 ns) for the SSD
used in the experiments between multiple runs of the same
benchmark—this could be attributed to variations in the
internal flash translation layer and garbage collection. More
precisely, the runtime of hash table operations, swizzling, and
latching during page misses were the only measured values
that do not show up significant variability (standard deviation
of <4.5 % of the average value). The standard deviation of
the other phases was at 14 %–23 % of the average measured
value.

overhead due to

page hits
overhead due to

page misses

50 %

hit rate

100 %

Figure 7: Overhead imposed by the buffer manager represented by the total time spent to fix pages. The time
spent for page misses also includes the overhead due to the
underlying system layers (incl. I/O latency).

8

And it will also be required when the page pointer to page
6 gets swizzled.
9
Compare the page hits in Figure 4 with those in Figure 6
10
With RANDOM replacement, chooseVictim selects a random page not in use and not containing swizzled pointers.

hash table
I/O

hit

buffer management overhead

swizzled page pointer 0b100 can be replaced by the page ID
7. This unswizzling task is executed by calling unswizzle(
0b011, 0b100, 7). The latch of the changed page 10 can now
be released as the eviction of its child page has completed.
But as that page is also the parent page of page 6, it was
already latched in shared mode before the eviction8 and therefore releaseLatch(0b011) only downgrades the latch to the
mode (shared) before the call of acquireLatch(0b011, EX).
Now that the buffer frame 0b100 is unused, page 6 can be
retrieved from secondary storage using the storage manager
and buffered in that location. Using pointer swizzling, the
pointer to a page brought to the buffer pool needs to be
swizzled. Therefore, call swizzle(0b011, 6, 0b100) replaces
in page 10 the pointer in ahead of of the separator key by
the buffer index 0b100. To support the unswizzling of that
pointer required during the eviction of that page 6, the buffer
frame index 0b011 gets stored in a dedicated field in buffer
frame 0b100. As a consequence, the swizzled pointer can be
easily found when frame 0b100 is picked for eviction. The
address of the page stored in buffer frame 0b100 can now be
returned to the calling transaction as this frame now contains
the requested page 6.
The calling transaction can now locate the searched key
250 in that page.

11

Minor management tasks omitted.

The total runtime of page hits and page misses for different
hit rates is presented in Figure 7. The dashed lines show the
comparison with TBM. It shows that page misses are slightly
cheaper in the traditional approach while page hits are more
expensive there. Therefore, PSBM can profit from high hit
rates while the usage of TBM is an advantage when the hit
rates are lower. While both buffer management techniques
obviously profit from higher hit rates, our measurements
clearly show superior results of PSBM for hit rates >75 %.

4.

PERFORMANCE EVALUATION

10,000
database size

avg. throughput [transactions/s]

The evaluation of our implementation of PSBM12 using the
TPC-C benchmark is shown in Figure 8. The experiments
were performed on a system equipped with an Intel®Xeon®
E5420 CPU, 32 GB of RAM and three 256 GB Samsung 840
PRO SSDs. Transactional log and database file were stored
on separate SSDs, TRIMed before each benchmark run.
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Figure 8: TPC-C transaction throughput for different buffer
pool sizes and a database of 100 warehouses ( =⇒ ∼13.2 GB
database size) queried by 8 terminals

Using micro-benchmarks, our measurements inside the
buffer manager have led to the observation that pointer
swizzling improves the performance for high hit rates and,
in turn, also for larger buffer pool sizes. But the evaluation
of the overall DBMS does not confirm this observation.
Even when the whole database fits in the buffer pool, the
performance of PSBM is not better than the performance of
TBM. It would be expected that a hit rate close to 100 %13
leads to the performance advantage due pointer swizzling as
measured inside the buffer manager. We believe this can be
attributed to the presence of other bottlenecks in the system
architecture, and further measurements will be performed in
future work to investigate this issue.

5.

CONCLUSIONS

The performance of many applications caching persistent
objects suffers from the overhead imposed by the mapping
of persistent addresses to memory addresses. To address
that overhead, pointer swizzling was introduced initially to
so-called Load-Work-Save applications, where a batch of
persistent objects (typically representing a self-contained
project) is loaded into an object cache to work on those
12

Our implementation is based on Shore-MT.
Initially the DB buffer needs to warm up but the effect of
this is insignificant when the benchmark runs for 50 min.

13
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objects. After fetching the objects, the persistent pointers between those objects are replaced with the memory
addresses of the transient copies. When having finished
working on a batch of objects, the transient copies are saved
persistently. But before, the persistent pointers are restored
as the memory addresses will become invalid once the objects
are removed from the object cache. This technique is called
eager pointer swizzling (classification proposed in [6]).
DB buffer management does not have those clear phases
of caching and uncaching of pages, but large buffer pools
also lead to situations where almost all page references are
page hits and, therefore, the page IDs used by the storage
manager are not required. But as database pages are cached
on demand and uncached whenever page eviction is required,
the usage of direct, lazy pointer swizzling, replacing the page
IDs with memory addresses decreases buffer management
overhead on page hits.
We could measure those positive effects of pointer swizzling
inside the buffer manager, but our implementation does not
lead to the expected performance improvement of the overall
workload (as measured by transaction throughput). The
wide variance of benchmark results leads us to the belief
that there are other unexpected bottlenecks in the system
architecture that must be addressed. We expect that a proper
implementation of PSBM could actually show an advantage
due to pointer swizzling.
The runtime measurements inside the buffer manager lead
to the observation that higher hit rates increase the performance advantage of pointer swizzling and, hence, the usage
of better page replacement algorithms is an obvious idea. Up
to now, we implemented and evaluated the CAR [1] algorithm in our buffer manager leading to significantly higher
hit rates. We did not use this page replacement algorithm in
the context of this work as the high overhead of our implementation of CAR has eaten up the performance advantage
due to higher hit rates. Therefore, another goal of future
work is optimizing that implementation.
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ABSTRACT

This article implements and expands the searchable encryption scheme of Kuzu et. al. [6], who also achieve similarity search that allows misspelled queries. The schemes
parameters are identified and evaluated with a real world
email dataset.

In this paper we address the use case of secure database-asa-service in the cloud, for example to implement an encrypted email server. We empirically derive proper settings for a
similarity searchable encryption scheme, which allows searching in encrypted emails with search terms that can contain
misspells. The focus here is on describing and evaluation parameters of an existing scheme with its original settings and
comparing them to an improvement to this scheme introduced by us. The scheme is embedded into an existing framework that can connect to Apache Cassandra and HBase.

2.
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1.

RELATED WORK

The most popular work on performing queries on encrypted data is CryptDB [10]. It first introduced the onion layer
model. Onion encrypted columns have several encryption
layers, with the topmost being the most secure. Secondary
layers leak information, but allow lookup or range queries.
However, CryptDB only considers slow querying schemes because they avoid client and / or server side indexes, and it is
limited to mySQL and PostgreSQL. “Monomi” [14] tries to
achieve arbitrary SQL queries at the cost of higher computational requirements for the client machine. [8] introduces
“BlindSeer”, which addresses sub-linear searches for boolean
SQL queries. A non-relational database approach is “Arx”
[9], which builds on top of MongoDB. It uses two proxy servers and needs to know in advance which operations are to
be executed on which fields, in order to maintain the indexes.
After having reviewed some existing database encryption solutions, we turn our attention to searchable encryption
schemes. Song et. al. [13] were the first to tackle searchable encryption. Their scheme does not use an index, but an
encryption construct with two layers that allows sequential
search of the ciphertext. Goh [5] first described a secure index. Curtmola et. al. [2] developed a keyword-based index
and defined the key security definition of adaptive semantic
security. A similarity searchable encryption scheme that allows multi-keyword queries was introduced by Wang et. al.
[16]. They use a bigram vector and LSH functions to achieve
the similarity search, but pay with a large overhead in the
search.
Bösch et. al. [1] provide a complete survey of provably
secure searchable encryption schemes and their properties
over the last decade.

INTRODUCTION

Today, more and more data is outsourced to the cloud.
Especially smaller companies can outsource their data management to a remote service provider. Most business data,
such as emails, are sensitive, so outsourcing them as plain
text is not a good idea, since the service provider is able to
read them. Even if the service includes encryption at the server side, the data needs to be sent to the service provider in
plain text first. For this reason, encryption of sensitive data
has to take place at the client side. However, outsourcing encrypted data prevents data users from searching in the data.
To obtain search results, one would have to download everything and decrypt it first, which obviously ridicules the idea
of outsourced data. One solution is searchable encryption.
Searchable encryption schemes allow searching for single or
multiple keywords in a collection of documents. They often
achieve this by building a secure index [5], which is outsourced together with the data collection. A secure index can be
queried using a “trapdoor”, an encrypted form of a query.

3.

OUR FRAMEWORK

Our group developed a framework1 for cloud database encryption that gives full control to the database user (client).
Each table column is, based on the data type, encrypted
with several encryption schemes which allow different search

29th GI-Workshop on Foundations of Databases (Grundlagen von Datenbanken), 30.05.2017 - 02.06.2017, Blankenburg/Harz, Germany.
Copyright is held by the author/owner(s).
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FamilyGuard https://github.com/dbsec/FamilyGuard

operations: deterministic encryption (DET) for direct lookups, order-preserving encryption (OPE) for range queries
and searchable encryption (SE) for text search. Besides the
search over encrypted data, SE schemes provide additional
functionality which is not possible in standard databases:
the search for single words in text columns. Three searchable encryption schemes have been studied in this framework
in [15] using the Enron email dataset [3]. We now supplement the framework with a similarity searchable encryption
scheme (SSE). Similarity search is the search for words in
a text corpus that are similar to a query word in terms of
spelling, so queries are able to find the correct documents
even if the query word was misspelled. The scheme was described by Kuzu et. al [6] and expanded by us to achieve
better search results.
Before describing the search scheme, we first take a look
at the existing framework, describing the main package contents. The database package controls all communication of
the database with the cloud databases. Adding support for
a new database is easy: It only requires writing a new DBClient class that translates the internal query language into
the database’s driver language and handles the connection.
Currently, we use Apache Cassandra and HBase for our testing environment.
The similarity searchable encryption scheme of Kuzu et.
al. [6] builds an index from the document collection. This
index is simply stored in an additional database table at the
remote side. Searching for documents containing a query
word w requires two steps:

Figure 1: Kuzu et. al.: Bloom filter hashed embedding

Figure 2: Our Bigram vector embedding

identifiers which occur in at least one list (bucket) are candidates that are likely to contain a word that is indeed similar
to the query word.

4.1

4.1.1

1. Querying the index. This returns an encrypted form of
document identifiers.

Hashed embedding

Kuzu et. al. adopt their way of measuring string distance
from [12]. A keyword’s bigrams are hashed into a Bloom
filter with a number of cryptographic hash functions. The
Bloom filters are then interpreted as sets of indices, where
the Bloom filter value is 1. The similarity between these sets
is measured with the Jaccard index (or Jaccard similarity)
, the distance between two embedded strings is
J = |A∩B|
|A∪B|
then Jd = 1 − J. This process is pictured in Fig. 1.

2. Querying the dataset for the documents.
All searchable encryption schemes in our framework comply with an interface consisting of two key functions: encrypt
and search. The encrypt function expects an input string and
returns the encrypted form, such that the using class can
then decide where to store the encrypted document. Thereby the scheme creates its index table. The search function
executes the search on the index and returns a set of document identifiers for that search.

4.

String distance

Using LSH requires a distance function for the keywords.
The best known way of measuring the distance between two
strings is the Levensthein or Edit distance [7], the number of
replace, delete and insert operations to transform one string
to the other. Unfortunately, no LSH functions are known
for this distance [6]. Therefore, we have to embed strings
in a metric space in which LSH functions are known. The
embedding function is denoted as ρ.

4.1.2

Direct Bigram embedding

We found we can improve the retrieval success of the scheme by using a similar, yet more precise and faster embedding, because the cryptographic properties of Kuzu et. al.’s
embedding do not impact the security of the scheme. Our
embedding uses the set of bigrams directly to compute distances, this way it is faster to compute and smaller in memory than the original embedding. We only consider lower
case letters, then every possible bigram is numbered from
“aa”= 0 to “zz”= 675. We show the embedding in Fig. 2.

THE SSE INDEX

The similarity searchable encryption scheme by Kuzu et.
al. [6] builds an inverted index on the document collection,
meaning that it relates keywords to a list of documents that
contain the keyword. Thereby it does not use the keywords
directly. From each keyword, a fixed number of λ subfeatures
are extracted using locality sensitive hashing (LSH) [11]. Locality sensitive hashing is a nearest-neighbor approximation
algorithm for high-dimensional spaces. LSH functions have
the property that they produce the same value for two inputs with a probability that is directly linked to the inputs’
similarity. Used with keywords in the index, we get a measure of how likely it is to find the query word in a document:
On index construction, each keyword’s λ LSH features are
extracted and related to the documents they contain. The
query process also extracts λ LSH features from the query
and returns the lists of document identifiers that are linked
to each LSH feature. For each document identifier, we can
now count in how many lists it is contained. All document

4.1.3

Implementation

For index security reasons, the above mentioned lists of
document ids all have to be the same size and are therefore realised as bit vectors, denoted as VBk . Bk is the bucket
identifier, the LSH feature extracted from a keyword that
is linked to this bit vector. The documents are simply numbered from 0 to n − 1 and VBk [i] = 1 if LSH feature Bk
was derived from a keyword contained in document i. The
index creation process (without encryption) is shown in Fig.
3. Before outsourcing this index, Bk and VBk are encrypted
separately, Bk is encrypted with a keyed hash function and
the VBk are encrypted using AES with one secrect key but
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subfeatures
(buckets)

D1

w1 ρ f1 LSH{B0, B2, B5}
f2
w2
{B1, B3, B4}
D2
w1'

f1'

{B0, B2, B6}

similar to w1

VBk
Bk (D1 D2)
B0 ( 1 1 )
B1 ( 1 0 )
B2 ( 1 1 )
B3 ( 1 0 )
B4 ( 1 0 )
B5 ( 1 0 )
B6 ( 0 1 )

4.3

Given the index scheme, the following restrictions in usability arise.
1. The index is basically not updatable. Maintaining the
security requirement of same-length bit vectors VBk
makes adding a new document to the index very inefficient. The index is designed to be computed once
with the complete document collection and then to be
outsourced to the cloud.

Figure 3: Index construction
VBk
Bk
(D1 D2)
B0
(1 1)
ρ
LSH
(1 1)
{B0, B2, B5} B2
w1 f1
B5
(1 0)
score 3 2
query for w1 round 1:

2. For computing the index, we need to know the number
of documents beforehand.

round 2: request best scored: D1, D2

3. The numbering restricts us to use integers as identifiers in the data table or maintaining a second table
that maps the index numbering to the actual document identifer used in the data table.

Figure 4: Querying the index

4. We need to maintain (and perhaps distribute to other
data users) not only the encryption keys for the index,
but also the used embedding and LSH functions.

with different init vectors. The init vectors can be outsourced together with the VBk .
Querying the index for a word q runs the same steps as the
index construction on the word. q is first embedded in the
metric space using the embedding function ρ, then λ LSH
features are extracted. The LSH features are encrypted the
same way as the bucket identifiers Bk . The λ encrypted LSH
features are also called a trapdoor for the index. After receiving the encrypted bit vectors VBk , the client can decrypt
them, rank the results and request the best scored documents from the document collection. This is pictured in Fig
4.

4.2

Restrictions

The framework instantiates encryption scheme classes when
a new table is created, and the class representing a column
of a table has a reference to it. In this design, we cannot tell
the encryption scheme class how many documents are to be
inserted into the table at creation time, because this would
make the overall table usage very inflexible. Therefore we
decided to buffer all incoming documents and starting the
index creation and outsourcing with another method that is
called when a batch insertion is finished. Up to this point, the
encrypt function will keep the current index state in memory.
The index gets pretty large (at most λ·#distinct keywords),
which makes this process rather RAM intensive.

Security

As an adversary model, we assume the cloud server to
be honest-but-curious, meaning it will honestly carry out
its assigned tasks while curiously trying to learn about the
data it contains. The scheme suffices the security definition
of adaptive semantic security (IND-CKA2) [2]. The search
scheme is secure, if the adversary, who has access to the
secure index and a query history, can not compute more
information about the dataset than what was leaked from
the index on purpose. The index purposely leaks

5.

EVALUATION

We evaluate our index scheme against the original from
Kuzu et. al. using the Enron email dataset [3]. Business
emails definitely can contain sensitive information and storing them on a foreign server should only be implemented
with encryption. The email’s fields (sender, subject, body, timestamp, ...) are parsed and encrypted using the framework.
The searchable encryption indexes additionally achieve searching for single words in bigger text columns like email subject or body, but we need to create a searchable encryption
index for each of those string columns.

1. The number of documents and the length of each encrypted document,
2. the search pattern, e.g. which trapdoors are queried
frequently (since the encrypted trapdoors are deterministic),

5.1

Typo Generator

To evaluate the success of the search scheme in the context
of error-aware keyword search, the keywords in the mails
need to be misspelled. Sadly, the typo generator used by
Kuzu et. al. seems to be no longer available. Also, they do
not state how bad the misspellings were. For this setup, a
simple typo generator was implemented, which generates one
of the following spelling mistakes:

3. the access pattern e.g. which trapdoor corresponds to
which document,
4. the similarity pattern between keywords, that is the
number of shared subfeatures for two queries.
The proof uses a polynomial time simulator which constructs
a fake view of this leaked information with random numbers
but same properties. The adversary then has a chance of
only marginally greater than 1/2 to distinguish the real and
the fake view. The proof is completely carried out in [6]. Our
contribution alters only the computation of the unencrypted
Bk , the encryption of Bk stays the same as in [6]. Therefore
the security proof given there still holds.

• Double Letter: The letter at a random position is inserted doubled.
• Skipped Letter: The letter at a random position is deleted.
• Switched Letters: At a random position, a letter is
switched with its neighbor.
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These spelling mistakes have different impacts on the Jaccard distance between a word and its misspelled version (see
next section).

5.2

LSH Parameters

Crucial for the correct retrieval of documents similar to
the query is the fuzzy search threshold used in LSH. Kuzu
et. al. only speak about “some empirical analysis”, which
lead to the chosen parameters for the LSH. This shall be
investigated here in detail.
The LSH algorithm can be tuned with two parameters: λ,
the number of subfeatures extracted from a keyword, and k,
the number of internal functions to compute one subfeature
[11]. Let gi (·), i ∈ [1, λ] denote the functions that compute
the LSH features, then the probability that two keywords
share at least one subfeature is
P r[∃i | gi (x) = gi (y)] = 1 − (1 − J(x, y)k )λ

Figure 6: Distances
(Bloom filter)

keywords

vs

misspells

(1)

and J(x, y) is the Jaccard similarity. This function of k and
λ forms an s-curve, as shown in Fig. 5. We have to choose
the parameters such that the LSH algorithm produces probabilities according to the dataset needs. Therefore we need
to determine a threshold on the similarity to which keywords
are hashed to the same subfeatures with high probability.

Figure 7: Distances
(Bloom filter)

between

keyword

pairs

Figure 5: s-curve, k = 5, λ = 37
To determine the thresholds, the distance between the
keywords and their misspellings was measured, this is seen
in Fig. 6. More than 50 % of the words have a distance shorter than 0.5 to their generated misspells, so the threshold
of retrieving these misspells with high similarity should be
around this margin. Moreover, less than 10 % have a distance of 0.6 or higher. Also, as seen in Fig. 7 almost all
keyword pairs existing in the documents have a distance
higher than 0.8. These observations justify the chosen LSH
thresholds: A mail D should be retrieved with high probability, if ∃w ∈ D : Jd (w, q) ≤ 0.45, and not be retrieved if ∀w ∈ D : Jd (w, q) ≥ 0.8. This leads to parameters
k = 5, λ = 37.
Additionally, this investigation is also done for the bigram
embedding of strings (see Fig. 8, 9). The distances appear to
be distributed very similar to the hashed embedding, but it is
worth noticing that distances between distinct words are in
even more cases higher than 0.9. This might allow choosing
the LSH parameters slightly different in order to shift the scurve even more to the right. However, in order to compare
both embeddings in the same setting, the parameters Kuzu
et. al. chose for their hashed embedding were adopted.

Figure 8: Distances keywords vs misspells (Bigram
embedding)

Both distributions also show the effect of the three possible misspells on the Jaccard distances between the misspells
and the correctly spelled query word. Theoretically, a double letter will simply add another bigram to the bigram set.
The Jaccard similarity between a keyword and such a typo
is then J = n/(n + 1), where n is the number of bigrams in
the word (Ex: john vs jjohn: J = 3/4). If a letter was skipped, in the worst cast we delete two bigrams and create a
new one. This means, the words now share two less bigrams
and the total number goes up by one: J = (n − 2)/(n + 1)
(Ex: john vs jon, J = 1/4). Switching two letters will in the
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Figure 9: Distances between keyword pairs (Bigram
embedding)

Figure 10: Average distances for number of shared
buckets

worst case delete three bigrams and create three new ones.
(Ex: john vs jhon have no bigrams in common. J = 0/6).
This analysis is directly applicable to the bigram embedding. For the hashed embedding this is only asymptotically
correct because it can produce collisions in the Bloomfilter,
which makes two strings more similar. We can see that the
stability of a word against misspelling in the Jaccard metric
is highly dependent on the number of bigrams it is made
of. This would not be the case with the Levensthein or edit
distance, but again, in our application we need a distance
metric for which a LSH family is known. However, the results of our misspell analysis shows that most misspells show
enough similarity to their original word.

5.3

If we draw λ independent LSH functions g, the number of
shared buckets Bk = gi (q) = gi (w) (the score s) is a binomially distributed random variable s ∼ B(λ, J(q, w)). From
this follows that the expected score is E(s) = λ · J. Therefore the theoretical curve for the average Jaccard distance
Jd = 1 − J for s shared buckets is
p
Jd = 1 − k s/n
(5)
This evaluation shows a big difference between the two embeddings. While both show a similar distance distribuiton
in the previous section, the LSH step leads to very different results. With Kuzu et. al.’s hashed encoding, the distance shows an almost linear dependency on the number
of common buckets while it is expected to follow the root
term. The bigram vector embedding however shows distances much shorter than theoretically expected. To explain
this, we will take a look at the index construct. The index
was built from a total of about 48,000 keywords that were
extracted from all documents. For each keyword, λ = 37
LSH features were computed, which form the buckets Bk
in the index. If all words compute to λ distinct buckets, we
would expect a maximum number of index entries of λ times
the number of keywords. With λ = 37, this is a total of 1.7
million expected index entries. Now, due to the properties of
LSH, if words are similar, they might share some of their λ
buckets. For the hashed embedding, the index has a size of
about 500,000 entries, which means that on average a word
shares about two thirds of its bucket identifiers with other
words. For the bigram vector embedding, the index size is
1.2 million, so we see words sharing a bucket in less than
one third of their LSH features. This partly results from the
distances to other words: for the bigram embedding, more
than 90% of the words have a distance larger than 0.9 to
the other words, making it less probable for them to share a
bucket than the hashed embedding, where only 60% of the
words have distances larger than 0.9.
Both results stem from the fact that the hashed embedding Kuzu et. al. use is computed by hashing the bigrams
into a Bloom filter of length 500 with 15 different functions,
which introduces the probability of collisions in the Bloom
filter. That can lead to the similarity between two embedded
words being larger than the similarity between their bigram
vectors (see Fig. 1 and 2). Another factor is also the size
of the embedding, here meaning the size of the sets that

Average Distances

The secure search scheme relies on the correlation between
the distance between the documents in the database and the
number of shared buckets in the LSH index. The distance
between a query word q and a document D is the distance
between q and the word w ∈ D, which is closest to q:
dist(q, D) = min dist(q, w )
w∈D

(2)

If the query word q is contained in D, the distance between q and D is 0 and they share the maximum number
of λ buckets. With increasing distance, the probability of
sharing buckets decreases. To evaluate this property, 1000
keywords were chosen randomly from the set of all features. Their query scores (i.e. the common number of buckets
with a document) and distances were evaluated against all
documents in the testing sample. The average distance for a
query q and the documents Db , which share b buckets with
the query is
P
b
i dist(q, Di )
(3)
adistb (q) =
b
|Di |
The average distance per bucket for the query set of 1000
keywords is shown in Fig. 10.
The average distance per bucket for the query set of 1000
keywords is shown in Fig. 10 for both string embeddings. In
addition to Kuzu et. al., we also take a look at the theoretically expected value of shared buckets between a query q
and documents with distance d to q. For the LSH functions
g (see Sec. 5.2) holds:
P r[g(q) = g(w)] = J(q, w)k .

(4)
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nd
1000
2000
3000
4000
5000

nf
18 k
30 k
36 k
44 k
47 k

nw
235 k
532 k
764 k
1.08 m
1.2 m

|Ih |
252 k
340 k
384 k
440 k
458 k

|Ib |
530 k
809 k
946 k
1.15 m
1.2 m

work (DET, OPE, SE) as well as development of improved
fuzzy searchable encryption schemes.

7.

Table 1: #Index entries in a real world setting

represent the embedding. While in the bigram embedding
the size is the number of distinct bigrams, in the hashed
embedding this number is multiplied by 15 (minus the collisions in the Bloom filter). That also increases the chance
for two embeddings to be considered similar in the hashed
embedding. In conclusion, the bigram vector embedding is
more suitable to building the index, because it makes the
number of common buckets for a query and similar words
in the documents much more meaningful, which we will also
see in the retrieval evaluation in the next section.

5.4

Index Evaluation

In their work, Kuzu et. al. [6] evaluate the performance of
their scheme in an artifical setting: From the default values
of nd = 3000 documents indexed with nf = 3000 preselected
distinct keywords and k = 5, λ = 37 as LSH parameters,
they proceed to alter one of the parameters while leaving the
others at these default values and showing the impact on the
query performance. Increasing the number of documents nd
linearly increases the search time because the ranking step
involves addition of bit vectors of length nd to obtain the
scores. Increasing nf has very little impact on the search
performance, because a query always has the constant size
of λ encrypted LSH features. Altering λ linearly increases
the search time for this exact reason. Increasing k however
decreases the search time. This is because with increasing k,
the probability that query shares a LSH feature decreases,
and such a query has an increasing probability of not hitting
a LSH bucket in the index. This results in less than λ bit
vectors having to be added to achieve the scores.
We are now more interested in the performance of the
scheme in a real world scenario. Therefore we build indexes
from nd = 1000 to 5000 randomly chosen mails from the
Enron email set. Because the LSH parameters are crucial
for retrieval performance and would be chosen to fit the
retrieval needs, we fix them at k = 5, λ = 37, as altering
them would greatly change the retrieval probabilities. Table
1 shows the number of distinct keywords nf in the mails, the
total number of words nw across all mails and the sizes of the
indexes (that is, the number of index entries) for both string
encodings, Ih for the hashed encoding and Ib for the bigram
embedding. We see that the number of distinct features is
much larger than chosen in Kuzu et. al.’s artificial testing
set. Also, the index sizes are greatly different for the two
encodings, the reason for this was discussed earlier.

6.
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CONCLUSIONS

In this article we provided a practical evaluation of choosing appropriate parameters for a similarity searchable encryption scheme. We compared the scheme in [6] based on
hashed Bloom filter embedding to our proposed direct bigram embedding. Future work will include benchmarking in
combination with other encryption schemes in our frame-
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ABSTRACT
Time series data are an ubiquitous and important data source
in many domains. Most companies and organizations rely
on this data for critical tasks like decision-making, planning,
and analytics in general. Usually, all these tasks focus on actual data representing organization and business processes.
In order to assess the robustness of current systems and
methods, it is also desirable to focus on time-series scenarios which represent specific time-series features. This work
presents a generally applicable and easy-to-use method for
the feature-driven generation of time series data. Our approach extracts descriptive features of a data set and allows
the construction of a specific version by means of the modification of these features.

Categories and Subject Descriptors
I.6.7 [Simulation and modeling]: Simulation Support
Systems; G.3 [Probability and statistics]: Time Series
Analysis; H.2.8 [Database management]: Database Applications—Statistical databases

Keywords
time series analysis, data generation, business analytics

1.

INTRODUCTION

A time series is a sequence of measurements which represents the result of a dynamic process measured at successive
time instances. It is a popular and widely applied data type
which arises in a multitude of application domains like, for
example, in the energy domain, in market research, and in
manufacturing processes. But not only are they important
as descriptive information of the past. Being processed by
data mining techniques, such as clustering, classification or
forecasting, they reveal insights into the process behavior
which makes them a valuable source for decision-making and
planning.

29th GI-Workshop on Foundations of Databases (Grundlagen von Datenbanken), 30.05.2017 - 02.06.2017, Blankenburg/Harz, Germany.
Copyright is held by the author/owner(s).
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Time series have a high dimensionality due to their length.
This is why they are reduced to scalar values, so-called time
series characteristics, that represent their overall behavior.
For example, moments, extreme values and periodic variation are typical characteristics of a time series. Moreover,
they are often decomposed to components such as trend and
season before they are reduced to characteristics. These
characteristics, which we call features, are for example the
slope of a trend or the strength of a season and they are a
promising and flexible representation for time series in many
domains.
While all data mining techniques differ greatly with respect to their individual goals, they have one thing in common: they require large amounts of time series data covering
a variety of possible time series characteristics. The training
of data mining techniques on large, variously shaped input
leads to better evaluation results and to more robust techniques.
Although there is a high interest in time series analysis, it
is difficult for many stakeholders to get access to a satisfying data set. Basically, there are two sources: Stakeholders
may retrieve their data from their own measured processes
or from closed research projects. This data comes from the
same process but it does not necessarily cover all possible
characteristics. On the other hand, they have access to publicly available data sets which covers a variety of time series
characteristics but where the generating processes are not
necessarily compatible. Our research aims to fill this gap by
focussing on time series generation. Generated time series
can express both, the processes of the given data and the
coverage of many different characteristics.
In the present work, we propose an approach for systematical time series generation based on features. By systematically modifying features of components we generate new
time series for a given set of target features. These time series keep the nature of given processes and represent features
that are not given by the data. Around this approach, we
build a visual exploration of features that enables interactive
usage.
The structure of the paper is as follows. Section 2 presents
our approach as a workflow of analytical tasks and user interaction. Section 3 surveys related work on time series
characteristics and time series generation, followed by the
conclusion and future work in Section 4.

2.

OVERVIEW OF OUR APPROACH

2.4 Visualization and Interaction

Our approach consists of an analytical and interactive
part. Figure 1 highlights the major steps as a flowchart.
Time series are stored in a database whose structure is described in more detail in Subsection 2.1. After retrieving
the data, time series are transformed. The goal of the transformation is to derive time series components and to reduce
components to features. Thus, this step addresses two tasks:
decomposition and feature extraction, which are explained
in Subsection 2.2. A feature space visualizes features and
allows for interaction.
Time series are generated by modifying specific features
such that they satisfy a target value given by the user. The
generation is presented in Subsection 2.3 and results in generated time series. Moreover, generated time series are again
transformed for being displayed in the feature space. The
step of visualization and interaction is explained in Subsection 2.4. A generated data set is exported to the database.
Throughout this paper, we explain our approach using the
following running example.

Features

2.2 Transformation
Time Series

Figure 1: System Overview

Database

bandwidth parameter b = 2 given by [11]. Subsequently, the
trend test of Mann-Kendall [8] enables us to check whether
this mean is considered as a trend.
Second, we check for a seasonal behavior on the detrended
series. For this purpose, we rely on the autocorrelation analysis presented by Wang et al. [14] with one modification.
The autocorrelation function of the detrended series returns
autocorrelation coefficients for all lags up to 1/3 of the series
length. Peaks and lows are visible and show which lag has
the highest autocorrelation. The season length is the lag of
the first peak of a positive autocorrelation that is preceded
by a low. As we only want to assert the existence of a season, we modify this method in that we only accept the lag as
season length if (1) the autocorrelation difference between
peak and low is at least 0.1 [14], (2) the autocorrelation is
significant in that it is within the confidence interval and
positive, and (3) the lag confirms the season length given by
the data.
The lag that is returned either confirms the season length
given by the data or it is 1 (no season). If only a season but
not a trend component exists we smooth the season with
bandwidth b = 5/L (where L is the season length) as given
by [11]. If no season component exists but a trend, the
trend is the extracted long-term mean. If both components
exist we carry out a decomposition which is subsequently
explained.

2.2.2

Transformation

Decomposition

During decomposition, the time series is split into a trend,
season and residuals component. The classical technique
dates back to the 1920s and is the basis for most subsequent decomposition techniques [7, 4]. The key concept is
to retrieve the trend by applying a moving-average process
on given time series. Due to several shortcomings (missing
robustness, endpoints of a series may not be decomposed),
there are more recent techniques.
Cleveland [1] found that Loess smoothing, a locallyweighted regression technique, also leads to good results for
detrending and deseasonalizing a time series. His method,
STL, is considered as a versatile and robust decomposition
technique, handling every type of season length and decomposing endpoints [4]. Since this method is widely and recently applied [12], we adopt it in our approach.

The goal of the transformation is to derive time series
components and to reduce components to features. Thus,
this step addresses two tasks: decomposition and feature
extraction, which are subsequently explained.

2.2.1

Generated Time Series

Export

Our approach is built on top of a database where time
series are loaded from and where generated data sets are
exported to. As a schema, we adopt the time series relation which is a unified representation for time series in
databases [2]. Tuples of the relation consist of time, measurement and categorical attributes that are strictly ordered
by time. Time instances are equidistant and complete.
Table 1 represents a time series relation from the M3Competition. The meterid uniquely describes a given time
series. Code is a categorical attribute, date is the time attribute and consumption the measurement attribute.

2.2

2.3 Generation

2.1 Database

Example 1 (M3-Competition). The M3-Competition
is the latest of three M-Competitions in 2000 [9]. Its goal
is the systematic evaluation of forecast method accuracy on
a defined data set. The data set consists of 3003 time series that are from different origins (industry, finance, demographic, macro-/microeconomic, other). The values of
each time series are measured at defined time intervals (year,
quarter, month, other).

2.1

Generated
Time Series

Target

Time Series Components

Most existing techniques describe a time series as a combination of three components: a trend, a season and a residual
component[11]. The trend represents the long-term change
in the mean level of the series, whereas the season describes
a cyclical repeated behavior. Residuals usually represent
unstructured information that is generally assumed to be
random. The sum of these components is called additive
model and represents economic and energy time series [11].
Whether a series contains a trend or season component
has to be checked first. In our automatic approach, this is
carried out with test methods. The trend check is done by
extracting the long-term mean of the time series and by testing whether this mean is a trend. We use a kernel smoothing method to extract the long-term mean and refer to the

2.2.3

Feature Extraction

We aim for reducing components to scalar values, so-called
features, that represent their characteristics. Three trend
features are chosen: determination, slope, and linearity. Ad-
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2
Rlin
= 1 means that the trend is a straight line and the
residuals δt are negligible. Otherwise, the trend fluctuates.

Table 1: Example Time Series Relation
Code
Meterid
Date
Consumption
SME

N1050

2009-07-14

36.809

Season Determination.

SME

N1050

2009-07-15

34.941

Residential

N1052

2009-07-14

15.206

The season determination represents the strength of the
season component on the time series [14]. Analogous to the
trend, the coefficient of season determination is

Residential

N1052

2009-07-15

11.256

...

...

...

...

2
Rseas
=1−

2.3

(1)

2.3.1

Modification with Factors

We describe four factors f , g, h and k that express the
modification of a the time series component and that affect
the four features trend determination, slope, linearity as well
as season determination. Figure 2 gives an overview of how
these factors affect the resulting time series.

Trend Determination.
According to [14], the trend determination represents the
influence of the trend component on the time series. The
coefficient of trend determination is then
var(rest )
var(rest + trt )

Generation

In our approach, a time series is generated for a given
feature combination or target. Features are representatives
of components and we propose to modify components by
introducing factors. Subsequently, we first present the modification with factors and their calculation for a given target.

where trt is the trend, seast the season and rest the residual
component.

2
Rtr
=1−

Trend Determination Factor.
(2)

Let f be a factor that varies trend determination:
0

trt = θ1 + f · (θ2 · lt + δt )

PT
2
1
where var(yt ) = T −1
t=1 (yt − ȳ) is the sample variance,
yt (1 ≤ t ≤ T ) is a sample of T values and ȳ is the sample
mean. The trend determination ranges between 0 and 1:
2
Rtr
= 0 means that the trend influence is negligible whereas
2
the Rtr
= 1 shows a high trend influence.

Assuming that there is a linear trend, we can state that
a trend slope captures an overall increase or decrease of the
time series, whereas the trend component trt derived by STL
captures also local trend changes. In an attempt to identify
the slope, we fit a linear regression model to trt :
(3)

θ1 is the base value from which the trend starts. The
slope is represented by θ2 , subsequently, it will be used as
a feature. A high slope results in a high increase of the
trend whereas a slope near 0 means that there is no overall increase. lt is the vector of time instances. The difference between a trend from STL and from linear regression
is expressed as δt , representing the difference of local trend
changes in STL compared to the overall trend behavior.

Trend Slope Factor.
Let g be a factor that varies the trend slope:
0

trt = θ1 + g · θ2 · lt + δt

The trend linearity expresses the relation between the linear regression model (3) and the trend component. This
feature is captured by
var(δt )
var(trt )

(7)

Again, we apply the factor to the linear regression model.
But in this case, only the slope is modified and not the difference δt . Depending on g, φ2 increases (g > 1), decreases
(0 ≤ g < 1), or is left unchanged (g = 0). g < 0 is not
admissible.
This effect is represented in Figure 2(b). Again, the original trend (blue with triangles) and three modified trends
(with factors g = 2.00, g = 0.75, g = 0.50) are shown. All
time series start at the same base level and they keep the
same trend changes but their directions are different.

Trend Linearity.

2
Rlin
=1−

(6)

This equation represents the linear regression model that is
fitted to the trend. f is a factor applied to the slope θt and
2
the difference δt . Depending on f , Rtr
increases (f > 1),
decreases (0 ≤ f < 1), or is left unchanged (f = 1). f < 0
is not admissible.
The effect of this factor is represented by Figure 2(a).
The plot shows the original trend (blue with triangles) and
three modified trends. The latter ones are modified by a
trend determination factor f = 1.25, f = 0.75, and f =
0.50, respectively. Overall, the main characteristics of the
trend are kept but they are a multiple of the former value.
2
The influence on the trend determination Rtr
is given in the
figure’s legend.

Trend Slope.

trt = θ1 + θ2 · lt + δt

(5)

Concluding the transformation, the data set consists of time
series components tagged with its respective features. It
enables users to generate time series with modified features.

ditionally, we choose the season determination. The trend
and season determination describe the influence of the respective components compared to the residuals, the trend
slope captures local trend changes, and the trend linearity
the similarity of a trend to a linear behavior.
Subsequently, we explain these features with respect to
the additive time series model. Let xt be the original time
series, then
xt = trt + seast + rest

var(rest )
var(rest + seast )

(4)
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5500

g = 2.00
g = 1.00
g = 0.75
g = 0.50

4000

4000

4200

4500

5000

Trend Measure

5000
4800
4600
4400

Trend Measure

f = 1.25 (R2 = 0.74)
f = 1.00 (R2 = 0.65)
f = 0.75 (R2 = 0.52)
f = 0.50 (R2 = 0.34)

given target. Generated time series keep the nature of given
time series except for the modified features.
Users set a feature interval which restricts the features of
the generated time series. This may be a single value or
an interval of values (for more than one target). Moreover,
they indicate a number of time series that has to be generated. Within the feature interval, generated time series
are equidistant with respect to the modified features so that
they cover the features systematically.
Calculating the factor that corresponds to the target requires the calculation of the inverse function of a feature. We
exemplify this by showing how a factor f is calculated that
modifies the trend determination. Let xt = trt +seast 0+rest
2
be a time series that is shifted to a feature target Rtr
such
0
that the modified trend is trt . Let tr¯t = θ2 · lt + δt the trend
component without the offset component θ1 .

1984

1986

1988

1990

1992

1984

1986

Time

1988

1990

1992

Time

(b) Slope

2

4800

3

(a) Trend Determination

0

1
1984

1986

1988

1990

2009-07-13

1992

-3

h = 0.75 (R2 = 0.70)
h = 1.00 (R2 = 0.80)
h = 1.25 (R2 = 0.87)
h = 1.50 (R2 = 0.90)

-4

4000

-2

-1

Season Measure

4400
4200

Trend Measure

4600

0

var(rest )
0
var(rest + trt )
var(rest )
=1−
var(rest + θ1 + f · tr¯t )
var(rest )
=1−
var(rest ) + f 2 · var(tr¯t ) + 2 · f · cov(rest , tr¯t ))

2
Rtr
=1−

k = 2.00 (R2 = 0.21)
k = 1.00 (R2 = 0.06)
k = 0.50 (R2 = 0.02)
2009-07-23

Time

2009-08-02

2009-08-12

Time

(c) Linearity

Solving the following equation returns factor f which is the
positive real solution:

(d) Season Determination

0

2
0 = f 2 · var(tr¯t ) · (Rtr
− 1)

Figure 2: Scenarios for Modification

0

2
+ f · 2 · cov(rest , tr¯t ) · (Rtr
− 1)
0

Trend Linearity Factor.

2
+ Rtr
· var(rest )

We define the trend linearity as the determination of trend
changes due to STL and of the linear trend. Let h be a factor
that varies the trend linearity:
0

trt = θ1 + θ2 · lt +

1
· δt
h

This enables us to modify a time series such that its features is exactly the target value. For the other features this
calculation is similar and omitted due to space restrictions.

(8)

2.4

2
Depending on h, Rlin
increases (h > 1), decreases (0 ≤ h <
1) or is left unchanged (h = 1). h < 0 is not admissible.
The effect of this factor represented in Figure 2(c). Again,
the original trend (blue with triangles) and three modified
trends (with factors h = 1.50, h = 1.25, h = 0.75) are
shown. If the factor h increases the resulting trend is more
linear because the difference δt is diminished.

Season Determination Factor.
Let there be a factor k that sets the season determination:
0

seast = k · seast

(9)

2
Rseas

Depending on k,
increases (k > 1), decreases (0 ≤ k <
1), or is left unchanged (k = 1). k < 0 is not admissible.
This effect is represented by Figure 2(d). The plot shows
the original season (blue with triangles) and two modified
season components from the Smart Metering Project. The
latter ones are modified by a season determination factor
k = 2.00 and k = 0.50, respectively. Modifying the season
by factor k leads to higher peaks and lows. The resulting
2
Rseas
is given in the legend.

2.3.2

Visualization and Interaction

To provide an easy way of generating time series, we propose a visual exploration and interaction approach. It allows
users to explore the given data sets and its features, to select
the feature interval for which time series will be generated
and to display the resulting time series.
Features form dimensions by which time series are sorted.
Together, these dimensions build a feature space which is
described by Kang et al. [5]. In our work, we focus on two
features at a time.
Figure 3 shows the instances of the M3-Competition in a
two-dimensional scatterplot. The axes show the trend linearity and the season determination. Every dot represents a
time series. We choose four time series (red triangles) which
exhibit different features and which are also plotted as a line
plot. Series N1078 clearly shows a strong season (compared
to its residuals) and a very linear behavior. Therefore, it is
in the upper right corner of the scatterplot. Series N1085
is less linear due to a trend which is not constantly increasing. While series N0754 is still very linear, it does not show
a strong season. Finally, the series N2374 does not exhibit
any of these two features. Thus, the users get an insight of
(1) how the time series are spread across the feature space
and (2) which are the time series that reside in a certain
feature interval.
We further the idea of Kang et al. in that users interact
with the feature space. Users indicate the feature interval

Feature Target Calculation

Based on time series features and factors, we are able to
generate time series that systematically cover features for a
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Time Series Characteristics

Wang et al. present a time series clustering technique
based on time series characteristics [14]. They select characteristics as well as features that are related to time series
components. Due to the the dimensionality reduction, their
clustering is very fast and it can easily support gapped series. Among their features, they define a trend and a season
determination. We adopt these features in our work and
introduce a modification for time series generation.
Fulcher and Jones [3] present an application of time series
characteristics in classification. They describe time series
with thousands of characteristics that arise from many different application domains. Subsequently, an automatical
feature selection recommends the most competitive features
for the classification.
In forecasting, time series characteristics are a promising representation of the data as they can recommend a
suitable forecasting method. Kang et al. [5] present an approach that selects among six forecasting methods and recommends a forecasting method with regard to the time series’ characteristics. Although the authors cannot show that
a forecasting methods performs best for a given set of characteristics, they can recommend which forecasting method
should be avoided. With our generation approach, we enable forecasters to systematically check for which features
this recommendation is possible and how this can be used
for forecasting recommendation systems [13].

0.0
0.0

Measure / 1

RELATED WORK

Our approach makes use of time series features for modification and generation. Relevant to this work are data
mining techniques, such as clustering, classification and forecasting, that make use of global time series characteristics.
We will present these approaches (Subsection 3.1), followed
by a review on time series generation (Subsection 3.2).

0.2

Season Determination

0.8

1.0

ber of time series to generate. In this example, time series
instances are generated (red triangles) whose trend determination is between 0.50 and 1.00 and whose season determination is between 0.00 and 0.50 (blue rectangle). From all
available time series (black dots), a sample is selected and
shifted towards the target.

3.2

Time Series Generation

The generation of time series presented by Kang et al.
[5] is related to our approach in that it aims at generating
data sets for assessing the robustness of data mining methods. The authors reduce time series to global characteristics
which are further combined by principal component analysis and visualized in a feature space. In terms of generation,
they rely on a genetic algorithm that generates new time
series by selection, crossover, and mutation of given time
series.
In our work, we limit ourselves to the visualization of features of time series components that are not further combined to prinicipal components. In this case, the feature
space gives users better insights and enables them to explicitly generate time series for a given feature such as, for example, a time series with a target trend determination. The
generation in our work relies on the time series modification
with target features. This makes the generation process reproducible and assumes that no other features are affected
by this generation. While Kang et al. focus on generating

Figure 3: Trend Linearity and Season Determination: Scatterplot and Selected Time Series

either by clicking (indicating a target) or by brushing (indicating a feature interval as a target). Moreover, they indicate a number of time series to be generated. A sample of
time series is selected for the given number. Each time series
is modified so that their features are moved to the target.
In case of a feature interval, the features of generated time
series are equally distributed such that they form a grid.
The time series generation tool is implemented as an R
package [10]. Figure 4 gives an overview of the visualization
showing time series of the M3-Competition. The feature
space shows a scatter plot of the features, the time series
summary shows a line plot with original time series (black)
and the generated time series (red). Below, users may set
features that are displayed (select axis) and select the num-

58

Figure 4: Screenshot of Time Series Generation Tool

6.

time series for assessing the robustness of forecasting methods we also aim to provide data for other analytic purposes
and robustness checks.
Recently, we presented Loom, which is a framework for
time series generation [6]. A generated data set is either
synthetic or derived from a given data set. In the first case,
it represents a realization of a mathematical model which defines the time series process. In the second case, the generation from a given data set consists of sampling, recombining,
or simulating given time series and their components. Although this system offers different approaches for time series
generation, it does cover systematically time series features.

4.

CONCLUSION AND FUTURE WORK

Data generation enables users to cover the ubiquity of
possible input configurations of a system or a method in
order to assess their robustness. Applied on time series, it
gives better insights into recorded data and it results in more
complete and various scenarios. Features are a generally applicable reduction of time series components that are easily
visualized and explored by the feature space. With our application Loom [6], we are now able to generate data sets
that systematically cover time series for different targets.
Future work will mainly cover the extension of the feature
set in order to provide a variety of time series characteristics
and their respective modification rule. By automatically
selecting features that are highly discriminatory, we enable
users to focus on the most important features of a given
data set. Regarding the feature space, we will study the
combination of two concurrent features such as, for example,
two trend modifications. They may set further constraints
for generating time series for a given target.

5.
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ABSTRACT
Various computer vision algorithms make use of superpixels
in order to segment images. Usually superpixels oversegment images and thereby are merged or erased by evaluating certain criteria. Some criteria might be a feature vector
calculated from the grouped pixels, random graph walks or
the size of superpixels. In this paper we introduce a novel
approach based on the shape and neighborhood of superpixels. We regard the shape of superpixels as a feature for image boundaries. Our method consists of three phases: First
the reference phase in which a reference superpixel is identified. This is followed by the comparison phase in which
superpixels are erased with the help of a similarity condition. Finally the neighborhood analysis removes remaining
outliers. Our experiments are based on a slight modification of SLIC superpixels and make use of shape matching
based on Hu invariants which is also implemented in the
OpenCV framework. We tested our approach on artificial
images and photographs. The resulting superpixels lower
the image complexity and can be regarded as an indicator
for image boundaries.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: Miscellaneous;
I.4.6 [Image Processing And Computer Vision]: Segmentation - Edge and feature detectionFeature Measurement; H.2.8 [Database management]: Database Applications - Data mining

Keywords
Outlier Detection, Image Segmentation, Superpixel, SLIC,
Shape, Shape Matching, OpenCV, Object Recognition

1.

INTRODUCTION

Superpixels are image patches which group pixels with
similar properties. They have some major advantages over
analyzing the underlying pixel-grid as noted in [16], [7] and

[20]. First of all they reduce the complexity of images from
billions of pixels to thousands, hundreds or less superpixels.
Further the grouping of uniform pixels with similiar properties make every superpixel perceptually meaningful. Finally,
superpixels conserve the structures of the original image.
The popularity of superpixels in computer vision applications leads to the proposal of many different superpixel algorithms. It has shown, that some approaches produce better
results for specific applications than others [18]. However
beside many other properties, different approaches can lead
to different superpixel shapes as one can see in Figure 1.
Regardless of the chosen technique, superpixels always tend
to align to image boundaries and thereby conserve the structures of the original image. This property also influences the
shape of the superpixel.
There are many different approaches which use this property
as their basis for image segmentation. Such algorithms are
proposed in [22] and in [11]. However most of the algorithms
use a computed feature vector but none of the algorithms
deals with the information which is given by the resulting
shape of a superpixel.
The alignment of superpixels to boundaries in images allows
human perception to reconstruct shapes of the original image without knowing them. In Figure 1 one can observe that
plane surfaces are represented with regular formed superpixels while superpixels located next to borders are perceptual
malformed.
Our goal is the definition of an image-depended measure in
order to identify and filter regular formed superpixels. We
consider these to hold too little information in order to contribute to the general understanding of the image.
The remainder of the paper is structured as follows: In the
next section we emphasize the novelty of our technique.
Then our approach which consists of three phases is presented. This section is followed by the application of our
method to artificial images and photographs. Finally we
conclude our work in the last section.

2.

RELATED WORK

Since the introduction of the term superpixel in the year
2000 there were many different proposals of superpixel algorithms as one can read in [5], [13], [19], [4], [6], [12] and
[3]. As demonstrated in Figure 3 and Figure 1, superpixels oversegment images while conserving the structures of
the image. This is why these approaches are often used for
further image segmentation algorithms [21], [17]. However,
these approaches base on different feature sets. Therefore
further image processing is highly dependend on the chosen

27th GI-Workshop on Foundations of Databases (Grundlagen von Datenbanken), 24.05.2016 - 27.05.2016, Noerten-Hardenberg, Germany.
Copyright is held by the author/owner(s).
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(a) original

(b) SLIC [19]

(c) SEEDS [4]

(d) LSC [13]

Figure 1: Comparison of superpixel algorithms

superpixel algorithm. In [10] the superpixel size is used as
a feature for image segmentation. Another segmentation algorithm working with superpixels is proposed in [15]. It is
based on markov random walks to achieve an image segmentation. In comparison to that [11] uses the entropy rate of
random graph walks. After all, the novelty of our approach
is the analysis of the superpixel shape as until now there is
no segmentation algorithm which regards the shape of superpixels as a feature. A famous algorithm that groups pixels
is the simple linear iterative clustering (SLIC) introduced in
2010 [19]. It is especially simple and implements a local kmeans clustering to generate the superpixels. Our approach
is based on a slight modification of SLIC superpixels.

3.

shape of the superpixels tends to be a hexagon. We achieve
this shape by altering the starting points of the clusters as
proposed in [8].
In the context of the SLIC algorithm there are k centroids
chosen which result in k superpixels. Let id : (x, y) 7→
{1, ..., k}, x ∈ (1, width) and y ∈ (1, height) be the function which returns an unique identifier for every of these
centroids where height and width is the image height and
width respectively. As a result of the clustering algorithm
every pixel p = (x, y) of the image is labeled with the id of
the corresponding centroid
pd = (p, d) with d = id(centroid(p))

METHOD

(1)

where centroid(p) returns the centroid p has been assigned
to, and d ∈ 1, ..., k. The resulting cluster is called a superpixel sp and consists of a set of pixels which are assigned to
the same centroid

In this section we present our approach which consists of
three main phases. The first phase, the reference phase,
targets the selection of an appropriate reference superpixel
spref . This selection depends on the processed image and
has a major impact on the next phases.
When an appropriate superpixel is selected the next phase
is started. The goal of the comparison phase is the classification of superpixels as well-formed or malformed. This
is done with the help of a similarity function which can be
chosen freely. Depending on the targeted result superpixels
of one certain class are filtered.
Finally there is a last phase. The neighborhood analysis
reviews the neighborhood of the remaining superpixels. It
includes a filter process which depends on the previous analysis.
Our method uses a slight modification of the SLIC Superpixel algorithm. As one can see in Figure 3(b) the original

spd = {pd1 , ..., pdm } with pdl = (x, y), l ∈ [1, m]

(2)

According to the label of the pixels of a certain centroid the
same label is assigned to the superpixel and denoted as spd .
The shape of a superpixel is defined by a subset sxd of its
pixels. Therefore the neighborhood of every pixel in a superpixel is analyzed.
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Figure 2: Neighborhood Analysis with Labled Superpixels

sxd = {pdi = (x, y) ∈ spd |
id((x − 1, y − 1)) 6= id(pdi )
∨ id((x, y − 1)) 6= id(pdi )
∨ id((x + 1, y − 1)) 6= id(pdi )
∨ id((x − 1, y)) 6= id(pdi )
∨ id((x + 1, y)) 6= id(pdi )
∨ id((x − 1, y + 1)) 6= id(pdi )
∨ id((x, y + 1)) 6= id(pdi )
∨ id((x + 1, y + 1)) 6= id(pdi )}

which compares two shapes. In this paper we used the
OpenCV [2] implementation of Hu invariants [9].
Finally we choose the superpixel with the highest average
similarity sim. That means the reference superpixel sxref
is defined as
(3)

sxref = arg maxsxi ∈sx1 ,...,sxn sim(sxi ).

The following usage of the term superpixel refers to its shape.
We show that the shape of a superpixel can be a useful feature for image boundaries. Therefore we define well-formed
and malformed superpixels which depend on a selected reference superpixel sxref .

3.1

Reference Phase

n
1X
sim(sx ) =
sim(sxk , sxi ).
n i=1

Comparison Phase

In this phase superpixels are classified. Although we consider the problem as a two class problem, the definition of
more classes is imaginable. The classes defined in our approach are well-formed and malformed superpixels. A superpixel sx which is categorized as well-formed must hold
the condition
sim(sx, sxref ) > δ

The selection of the reference superpixel sxref has a major
impact on the results of the presented approach. Intuitively
one could calculate a regular hexagon as the reference superpixel. However it emerged that although there are regular
superpixels looking like a perfect hexagon, they usually have
a low computed similarity to a perfect hexagon. This is why
we decided to extract the reference superpixel from the superpixels generated from the original image. Therefore we
first calculate the average similarity sim for every superpixel
sxk with k ∈ {1, ..., n} and n is the number of superpixels
generated, as follows
k

3.2

(5)

(6)

while a malformed superpixel must hold
sim(sx, sxref ) < δ.

(7)

With δ is a chosen threshold and sim is the same similarity
function which has been chosen in section 3.1. For further
processing every superpixel is labeled with its appropriate
class c
sxc = (sx, class(sx)).

(4)

The similarity function sim can be any similarity function

The classification function is defined as
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(8)

(a) original

(b) modified SLIC

(c) (M − Mw ) − Mo

(d) original

(e) modified SLIC

(f) (M − Mw ) − Mo

(g) original

(h) modified SLIC

(i) (M − Mw ) − Mo

Figure 3: Application of the presented approach

(
class(sp) =

w,
m,

spectively. Drawing the superpixel-boundaries of M − Mw
or M − Mm leads to an image which contains superpixels
which either represent edge-free areas of the original image
or areas which contain boundaries within the original image
depending on the removed class of M . In the following the
removed class is denoted as Mdel . However the resulting set
of superpixels still contains some outliers which are identified in the next phase.

ref

if sim(sx, sx ) > δ,
if sim(sx, sxref ) < δ.

(9)

Finally superpixels of one of the determined classes are filtered. This results in a set of either well-formed or malformed superpixels. Let M = {sx1 , ..., sxk } be the set of
all superpixels then Mw and Mm are the sets which contain only the well-formed and malformed superpixels re-
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3.3

Neighborhood Analysis

can be seen in Figure 3(b).
Another interesting observation can be made in Figure 3(e).
It can be seen that the shape of superpixels is also dependend on the orientation of the image. This property leads to
different superpixel-shapes and thereby to different results
of our approach for equal or similar borders. The influence
of the superpixel-size is also noticeable. Since the cell-size
of the superpixels is too big, the edge-free area within the
borders in Figure 3(f) is not always identified as such.

The goal of the neighborhood analysis is the identification
of outliers which remained from the previous processing.
This phase requires the definition of the neighborhood of
a superpixel. Therefore we inspect the neighborhood N of
every pixel p = (x, y) within a remaining superpixel. The
neighborhood Np of a pixel p is defined as
Np = {n(x − 1, y − 1), n(x, y − 1), n(x + 1, y − 1)),
n(x − 1, y), n(x + 1, y), n(x − 1, y + 1), n(x, y + 1),
n(x + 1, y + 1)}

(10)

5.
with
p 7→ (id ◦ centroid)(p) := n(p).

(11)

and in case x ∈
/ {1, width}, y ∈
/ {1, height} or pd = (x, y) ∈
d
d
sx with sx ∈ Mdel , n(x, y) = ∅ is defined. A demonstration for one pixel of a superpixel can be seen in Figure 2.
Then the neighborhood of a superpixel sx with m pixels and
the label d is defined as
Nsxd = {Npd ∪ ... ∪ Npdm }.
1

(12)

Now a superpixel can be classified as an outlier if it holds
|Nsxd | < φ

(13)

where |·| is cardinality (set size) and φ is a predefined threshold. Let Mo be the set of superpixels which hold the outlier
condition. Then the result of this phase can be written as
(M − Mdel ) − Mo .

4.

CONCLUSION

In this paper we presented a method to identify wellformed and malformed superpixels in order to detect areas
with image boundaries. As a base for our approach we used
a slight modification of the SLIC algorithm. It was assumed
that well-formed superpixels represent edge-free areas within
an image. In the sense of image structures these areas hold
too little information to contribute to the understanding of
the image. In the course of this paper it could be shown
that the shape of superpixels contains information about
the image structure. The application of the technique on
photographs and artificial images has shown that the assumptions we made have been proved true. Although the
exact location of the detected edges could not be identified,
it is possible to estimate the location in the area of the remaining superpixels. Furthermore the deletion of a certain
class of superpixels lowers the complexity of an image which
is beneficial for further processing. Nevertheless, once these
parameters are identified, good results can be expected. Future work should deal with this parameterization-problem.
Then the exact location of the borders should be calculated.
These results should be evaluated with the help of the Berkeley Segmentation Dataset [14]. Another interesting field of
study is the adoption of the presented method to other superpixel algorithms and their comparison. It is also assumed
that different similarity functions lead to different results.

APPLICATION
6.

In this section the previous described method is applied
to artificial images and photographs. Therefore 25 artificial
images with common geometric figures such as triangles, circles and rectangles on white backgrounds were created. The
set of 203 photographs is taken from [1].
In order to realize the experiments following choices were
made: The original SLIC algorithm requires the amount of
superpixels as a parameter. Here we have chosen 900 superpixels. Furthermore we have chosen the OpenCV [2] implementation of Hu invariants as the similarity function.
Figure 3 shows the application of the presented approach
to two artificial images and one photograph. It turned out,
that the selection of δ and φ depends on the image and the
resulting superpixels. Nevertheless, once one has identified
good values for δ and φ, well-formed or malformed superpixels are recognized successfully. The experiments have also
shown that the parameter-choice for photographs is much
more complex than for the artificial images. This can be
explained with the high variation of superpixel-shapes in
photographs.
However, as can be seen in Figure 3(c), processed artificial images can still contain superpixels which do not align
to image boundries. This happens because border-alignedsuperpixels also influence the shape of their neighbours as
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ABSTRACT
With the ever increasing complexity of applications, optimizations on hardware and software have to keep up with
associated challenges. On data stream purposes, low latencies and high throughput are key requirements for being able
to process continuous incoming data in real time. Achieving a high parallelization degree is an important factor for
accelerating query execution time. By hardware side, the
emerging manycore processor architectures give new opportunities for exploiting parallelism, like the Xeon Phi series
from Intel.
In this work, we transfer our own stream processing engine PipeFabric on a Xeon Phi Knights Landing. We measure latencies for cache and memory as well as throughput
of data tuples and compare them to results on a system
with a modern multicore processor. Our observations lead
to general optimization recommendations on hardware and
software level for improved performance on processing continuous data when using a manycore processor. In addition
to this, we show that a manycore CPU can surpass a modern multicore CPU easily on query runtime when adapting
accordingly.

Keywords
Data Stream Processing, Many Integrated Core (MIC), Xeon
Phi

1.

INTRODUCTION

High amounts of data with intense arrival rates need to be
processed by queries continuously in data stream processing
applications. To achieve acceptable throughput rates with
low response times, usually a combination of powerful hardware and careful stream processing engine (SPE) design is
used.
On hardware side, there are two main ways of improving computational speed, distributed computing and parallel computing. The underlying hardware of distributed computing is usually a number of high-end multicore processors,
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connected to each other, sharing computational work done.
By distributing tasks to many processors instead of just one,
each of them can contribute his part to a faster processing
speed. For parallel computing, the trend goes to processing
units with simpler cores, but many of them inside a processor, called a manycore architecture. The main advantage
compared to distributed hardware lies in shorter response
time (latency) because of closer distances between processing units, negating any communication needed through network protocol. However, this comes with a cost in terms
of lower clock speed, caused by an intense amount of waste
heat on small chip area that is impossible to get rid of when
clocking high. This results in bad runtimes when only a
fraction of available cores is used.
The consequential question is how to utilize as many cores
as possible efficiently on data stream processing purposes,
to gain a speedup on queries compared against modern multicore processors. We focus on query processing on data
streams in parallel, since real-time stream processing has
become more and more a promising field of interest in the
last years. For this paper, we evaluate stream processing on
a manycore processor out of the Xeon Phi series from Intel,
codename Knights Landing (KNL). We apply our own SPE
PipeFabric both on KNL and a multicore CPU system to
compare results and steps of optimization. With PipeFabric,
we have full control on different stream operators, allowing
to apply different levels of improvements.
The main goal is to investigate the potential and utilization of a manycore processor for the task of parallel data
stream processing. To achieve this, we discuss the characteristics of Xeon Phi manycore CPU as well as our SPE,
resulting in different possibilities of optimizations on hardware and software. We finally add some of these points on
our preliminary experiments and show their impact on performance.
The rest of this paper is organized in the following way.
The next Section 2 is about general information on data
stream processing along with optimizations recommended
to run an SPE in an efficient way on a system with many
CPU cores. Section 3 handles important facts of the Xeon
Phi manycore processors with regards to optimization opportunities of this architecture. Section 4 presents related
work already done in this context with Xeon Phi. Section 5
shows measurements of latency and bandwidth from memory and caches of KNL and i7 multicore processor, as well
as preliminary experiments and results on optimizing query
processing for manycore CPUs. Finally, Section 6 tops off
this work.

2.

STREAM PROCESSING ENGINES

2.3

Data stream processing consists of one (or more) data
streams, providing a potentially endless amount of tuples
representing data. Tuples can have different arrival rates
and it is mostly impossible to store all of them, therefore a
strategy like sliding windows must be applied to deal with
outdated information. A query on streamed data applies
different operators like joins, aggregations or simpler operations like selections or projections on them, resulting in challenges of speeding up runtime to handle high tuple arrival
rates. This speedup can be achieved through partitioning of
data or operators, parallelizing the query.

2.1

PipeFabric SPE

PipeFabric is our own framework written in C++ for
data stream processing. A query can be formulated using
a DSL and consists of different stream processing operators
forming a dataflow graph. It supports next to simple selection/projection operators aggregates, groupings, joins as
well as complex event processing. The framework is optimized for low-latency mainly through efficient C++ template programming.

Inter- vs. Intra-Operator Parallelism

There are two strategies applicable on transaction, query,
or operator level for parallelization. For transactions and
queries, parallelism is mainly realised through DBMS systems that are not of further interest at this point. On
operator level, Inter-Operator Parallelism can be achieved
through parallel execution of different operators. However,
this is often not completely possible for the simple reason
of operator dependencies, e.g. a selection before an aggregation. On the other hand, Intra-Operator Parallelism is
realised by creating multiple instances out of one operator,
so the instances can share work between them (SIMD principle). To combine results of each instance, an additional
merge step is needed. This shows Figure 1 exemplarily.
Figure 2: Query example
A simple example for a query shows Figure 2, splitted in
C++ example code and the resulting dataflow graph. A generator produces tuples, which are then processed by three selections through partitioning, sorting out tuples that have an
uneven number in their first attribute, in addition to three
projections (map) afterwards, reducing their number of attributes. Results are merged together, followed by batching
single tuples, allowing the aggregation step to process 100
tuples at once. Intra-Operator Parallelism (see Section 2.1)
on data is ensured by three instances of the selection and
projection operator, splitting up tuples according to their
first attribute by partitioning operator. Inter-Operator Parallelism is achieved through multiple threads doing work in
parallel with respect to data dependencies. With batching,
the aggregation step can operate with SIMD support, aggregating on multiple tuples simultaneously.

Figure 1: Inter-Operator and Intra-Operator Parallelism

2.2

Cluster vs. Single Node

When partitioning, it is possible to use multiple processors
to distribute work. Therefore it is necessary to specify how
to split the data and query. Cluster computing frameworks
(e.g. Spark, Flink or Storm from Apache) can support this
distribution, allowing a fine-grained tuning of the streaming
application. However, they suffer from the same problem of
all distributed approaches - high latencies, emerging from
communication costs caused by sending messages through
the network connecting the machines.
To avoid this and to reduce latency, a manycore processor can be used, supporting parallelism through hundreds
of local threads. But to overcome the penalty of low clock
speed some points have to be regarded. On data stream
applications the question arises if it is even possible to gain
such a speedup that a manycore CPU can be faster than
a single multicore or a cluster of multicores, because of requirements on low latency. Finally, our work aims not only
in recommendations concerning optimizations on Xeon Phi,
but rather on answering this question.

As a source, the data stream can be constructed not only
through a tuple generator or the query itself, but from file,
through REST HTTP or via network ports. It is possible
to vary the tuple arrival rates to simulate peaks, like transmission delays or different data distributions, e.g. data dependence from daytime in a social network. In addition to
this, tuples can become outdated after a while, simulating a
possibly endless stream of data.

2.4

Software Optimizations

When transferred to manycore architecture, some important observations can be made, resulting in challenges to
solve and opportunities to use. These points are discussed
below.
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2.4.1

Parallelization Overhead

2.4.6

The lower clock speed of cores in a manycore architecture
(caused by reducing waste heat problems) leads to clearly
higher run times initially than on multicore when running
singlethreaded. Even when using a handful of threads the
performance is notably lower compared to the parallelism
of hundreds of possible threads on a manycore processor.
To overcome this problem, it is necessary to use as many
cores as possible simultaneous to exploit this advantage of
manycore parallelism. When scaling out accordingly, typical problems like synchronization and load balance occur,
addressed afterwards in this section.

2.4.2

In addition to this, the scheduling from threads to cores
is another optimization problem. Leis et al. [3] addressed
this scheduling along with load balancing (see next Section
2.4.7) When threads are switched between cores, caching
effects can be lost, resulting in higher runtime. An adverse
scheduling for threads, e.g. when they have to communicate
with each other, can become a bottleneck too, especially
when the cores they run on have a long distance between
them inside of the processor. The OpenMP Interface allows
three possible assignment strategies for threads to cores, but
it is also possible to implement own strategies, e.g. with the
POSIX Thread Interface called PThreads.

Operator’s Computational Cost

2.4.7

It is possible to run many queries at once, even with several data stream sources. But to gain speedup on a single query, the contained operators have to run in parallel
through partitioning. For simple queries, e.g. by processing
sensor data, filtering and aggregating residual tuples, it is
difficult to gain any speedup. In operators with higher computational costs or longer sequences of operators, however,
doing work in parallel finishes the query faster (obviously).
Therefore it is necessary to take the minimal amount of work
done by queries into account, to determine the ideal degree
of parallelization.

2.4.3

Partitioning Degree and Aggregation Costs

2.4.8

Latency Reduction

Finally, when tuples arrive on data stream, it is possible
to use microbatching for reduced overhead between operators, as shown by Pinnecke et al. [5] on GPU’s. Tuples are
put into a batch and when the batch is full, it is forwarded
to the next operator. This allows a fine-grained tuning of
partitioning, when every operator in parallel works on a part
of the batch, as well as using vectorization through processing tuples in a batch in parallel instead of every tuple on its
own.

Thread Pool

The need of many threads when partitioning can become
a major slowdown. By creating threads when needed, the
overhead of creation can kill any speedup gains easily. The
widely known solution for this is the usage of a thread pool.
On initialization of the pool threads are created in the amount
of support from underlying hardware (e.g. on a 60 core processor, supporting up to four threads per core, 240 threads).
The query fetches its necessary amount of threads from the
pool, possibly being able to add or remove threads from current state when having peaks in the data arrival rate. When
efficiently scheduled, the delay and overhead for creating
threads is reduced significantly, but it is no trivial task.

2.4.5

Load Balancing

Next, a good load balancing of work to threads has to be
achieved, shown by Fang et al. [4]. It is possible through bad
partitioning of data (e.g. a suboptimal assignment strategy)
that one out of many partitions gets most of input data.
This results in many partitions idling and bad speedup. But
not only the skew of data can be regarded here, the grade of
partitioning is another factor. When a query does only use
one or two cores instead of most of them (when not under
competitive conditions) and the query is complex enough for
parallelizing gains, a loss of speedup is the result. Especially
when using a manycore architecture instead of a multicore,
because of slower clock speed.

The next point to regard is the number of threads needed
for a given query to minimize runtime, compared to increased overhead gained through splitting data and merging
results from different threads. The usage of statistics is a
common solution for this problem, but it is already shown
that the results can be far away from optimal when running
on a dynamic workload as shown by Gedik et al. [1]. Regarding the complexity of a query is a first step, but for a
dynamical adjustment more observations on the influence of
runtime have to be made.

2.4.4

Core Scheduling

Thread Synchronization

Another bottleneck in parallelization of query operations
lies in thread contention. When tuples are forwarded by
publish-subscribe between threads, the exchange structure
(like a queue) needs to guarantee that threads do not get in
each other’s way, e.g. when the publisher writes his result
and the subscriber reads it. By scaling up to hundred and
more threads on a manycore processor, the task of ensuring
concurrency in an efficient way is not trivial anymore as
shown by Yu et al. [2]. Until a new approach closes this
gap, already existing patterns need to be optimized.
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2.5

Summary

Summarizing this up, even when given some opportunities by hardware (discussed in the next section), there are
many points that have to be considered on software. They
influence performance on multicore too, but even more on
a manycore architecture, regarding the advantages and disadvantages of many cores in a single processor, e.g. reduced
clock speed and more threads supporting.

3.

MANYCORE PROCESSORS

As already shortly mentioned in Section 1, a manycore
processor has some very important differences to a multicore
chip. On manycore, the processing units (cores) are packed
tightly together, to enable short communication paths between them and keeping the processor small. The cost, however, lies in lower clock speed because of cooling conditions.
When clocking is high, a lot of heat loss is generated, which
is simply impossible to get rid of when having 60+ high-end
cores on a single chip. Another result out of this point is the
switch from complex cores to simple cores (e.g. in terms of
scheduling instructions), reducing energy consumption and
possibly performance.
To gain a speedup on a manycore processor, it is both
necessary to know the software and hardware possibilities.

The following recommendations are applicable to other use
cases different from stream processing, too. The software regardments are already appointed in the previous Section 2.4,
the following points deal with the Intel Xeon Phi manycore
processors and opportunities given by them.

3.1

a better exploitation of SIMD operations (that means, execute an instruction in parallel on multiple data). Besides
wider registers, exponential and reciprocal instructions, conflict detection and prefetch instructions are added, leading to
new and more vectorization opportunities. The only thing
needed is a compiler supporting these extensions, like the
Intel C++ compiler or a newer version of the GNU compiler
[9].
To exploit these SIMD effects, it is necessary to not process one tuple at a time. When each tuple is exchanged
between operators, the processing cannot fully utilize the
SIMD characteristics. A solution for this problem is batching. Tuples are gathered until batch size is reached and then,
they are forwarded to the next operator at once, reducing
communication efforts and allowing operators to use them
simultaneously.

Xeon Phi

The Xeon Phi series from Intel consists of processors using
manycore architecture. The first processors are just used for
research purposes and as niche products, but with Knights
Corner (KNC, released 2012) Intel’s first commercial manycore processor was obtainable [6]. The next (and latest) one
called Knights Landing was released end of 2016.
Since KNC was only available as coprocessor using a host
system connected with a PCI bus, the major optimization
focus was on efficient data transfer between them (called offload), in addition to manycore improvements. It is possible
to transfer parts of a program to the manycore coprocessor through compiler pragmas (when using simple datatypes
like integer or arrays) or using the Cilk programming model
(when transferring complex objects). Running the full program on the coprocessor (called native mode) is limited by
the small memory on chip, ranging around 6 to 16 GB only.
Main bottleneck for database application usage of KNC is
the PCI bus connection between host and coprocessor [7],
allowing a data transfer rate (bandwidth) around 15GB/s.
The KNL chip addresses this problem, being available as
full-fledged processor, using memory directly without need
of a host. In addition to this, it provides some important
improvements compared to its predecessor KNC, like high
bandwidth on-package memory or extended SIMD support
through AVX-512 instructions. This leads to new opportunities that have to be regarded when optimizing applications
to KNL. The following sections show the new possibilities
given by KNL hardware.

3.1.1

3.1.3

MCDRAM

The KNL CPU brings along its own high-bandwidth memory, called Multi-Channel Dynamic Random Access Memory (MCDRAM). The size of this memory amounts to between 8 and 16 GB, allowing a bandwidth from around
320 GB per second (around four times higher than acessing
DDR4-RAM). This memory can be used as a low-level cache
(cached mode), as addressable memory for applications (flat
mode) or as a combination of both (hybrid mode). When
used in cache mode, the program can use it without any
adaptation efforts, speeding up its run time. In flat mode,
however, the memory is not accessed on its own. Therefore
the numactl or memkind library can be used efficiently. It is
advised to use the numactl library when all memory needs
from the running application fits into MCDRAM, memkind
otherwise [8]. In flat mode, the possible speedup is higher
than in cached mode, but code has to be optimized for this
carefully by the designer.
On data stream purposes in flat mode, the MCDRAM
can be used for e.g. storing hash tables when joining tuples,
utilizing the high bandwidth for speeding up accesses.

3.1.2

Clustering Modes

The next point to focus on are the new clustering modes.
For efficient use of a manycore processor, the parallel part
of a program has to spread out to as many cores as possible,
to gain maximum speedup. However, memory accesses become more and more problematic this way. Every core has
its own cache and synchronizing updates, reads and writes
across 60 and more cores can eat up speedup gains easily.
Latency delays caused by this are one of the bigger problems
on the predecessor KNC. As solution, next to improved locality of cores, caches and connections on KNL, different
clustering modes are integrated. Possible modes are all-toall, quadrant/hemisphere and SNC-2/SNC-4 (Sub-NUMACluster) [10]. The all-to-all mode uses uniformly distributed
memory addresses, causing bad worst cases with long request times, therefore should not be used if possible. In
quadrant mode the cores are divided into four regions (two
regions on hemisphere mode), reducing communication between cores to their corresponding region, excluding long
range exchanges. SNC-2/SNC-4 mode extends the hemisphere/quadrant mode through NUMA effects, regarding
every region as one NUMA node. This mode delivers best
result through short paths and should therefore be default.

3.1.4

Memory Page Size

Processors use the Translation Lookaside Buffer (TLB) to
speedup the conversion from virtual memory addresses to
physical memory addresses when accessing memory. It is
possible to set different page sizes. A small page size wastes
less memory compared to a huge page size, but increases the
number of TLB entries, leading to longer time needed to find
a specific entry. To speed up applications, the huge page setting is preferred, because TLB misses and TLB lookup time
can easily become a bottleneck of processing on a manycore
architecture (any core has to pass through the TLB when
converting a virtual to physical memory address, more than
on a multicore architecture).

4.

RELATED WORK

There is much work done around using manycore processors, even for Xeon Phi KNL. They consider its hardware properties, various workloads, optimization of code and
much more, mostly in context of high performance computing (HPC). For this paper, the focus is about parallel data
stream processing. There are some publications about typical database operations on manycore architecture, like joins

AVX-512 extensions

Another new feature supported by KNL are AVX-512 vector instructions, an addition to the AVX2 instruction set,
used by intel processors in general. The register width is
doubled compared to the 256-bit instruction set, allowing
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or the MapReduce model, but not that much on data stream
processing (especially on KNL) to the best of our knowledge.
This section briefly summarizes some work done along with
met problems.
The first paper from Cheng et al. [11] presents PhiDB, a
query processor for OLAP with simultaneous multithreading capabilities. PhiDB is heavily optimized for Xeon Phi
architecture, along with recommendations in terms of implementation details. The results are tested on a KNC coprocessor, showing the importance of careful adaptation of code
and applications when porting from multicore to manycore
architecture.
Another approach from Jha et al. [12] focuses on main
memory hash joins on manycore architectures. They implemented state of the art hash join algorithms (separated
into hardware-conscious and hardware-oblivious ones), running on a Xeon Phi coprocessor and on a modern CPU in
comparison. Results show again the caution needed when
optimizing for manycore processors, along with better efficiency for hardware-oblivious joins.
Lu et al. [13] added the aforementioned MapReduce model
on a Xeon Phi coprocessor, named MRPhi. This framework
is optimized for vectorization and SIMD instructions using
the wider registers for speedup, in addition to pipelining the
map and reduce phases.
The next attempt from Polychroniou et al. [14] looks
onto vectorization of database operators in general, achieving speedups through SIMD possibilities. They tested implementations of Gather and Scatter, hash tables, selection
scans, sorting, partitioning, joins and a bloom filtering. Results are tested through Xeon Phi coprocessor as well as
with a modern CPU, showing the importance of SIMD usage when running on modern processors.
All these sources show the necessity of optimizing for possible settings on manycore processors as well as adjusting
code to run on them. If optimized carefully, speedups are
possible in different fields of processing data. The question
still exists, if manycore processors can be used to speed up
data stream processing in general.

5.

PRELIMINARY EXPERIMENTS

Before porting our SPE to KNL, we run a bandwidth and
latency analysis on both multicore and manycore CPU, to
measure differences and derive further decisions. For this
task, we use the Intel Memory Latency Checker (MLC) tool,
which supports KNL since last update. Results are presented in next subsection.
After that, in addition to bringing PipeFabric on KNL, we
apply first parallelization optimizations into our framework
on a data generator for producing a data stream. Goal of
these preliminary experiments on our SPE using KNL is to
verify the general utilization of a manycore CPU for data
streaming purposes, resulting ideally in a much better performance compared to a multicore processor by exploiting
parallelism opportunities.
For this paper, the results are tested on an Intel Xeon
Phi KNL 7210 with 64 cores and 1.30GHz clock speed per
core. MCDRAM is used in cache mode, clustering mode is
SNC-4 and it uses huge page size for memory, as discribed
earlier in Section 3.1. For comparison between manycore
and multicore, an Intel Core i7-2600 is used, with 4 cores
and 3.40GHz clock speed.

Processor
i7-2600

KNL 7210

Memory type
L1
L2
L3
Memory
L1
L2
MCDRAM
Memory

Prefetching
1.1ns
3.4ns
3.9ns
5.7ns
3.1ns
7.1ns
15.1ns
14.2ns

No Prefetch
1.1ns
3.4ns
14.9ns
65.7ns
3.1ns
13.2ns
172.7ns
146.3ns

Table 1: Idle latency for memory accesses

5.1

Bandwidth and Latency

The first point to address is general latency and bandwidth to caches and memory. The main requirement on
real-time data stream processing is low latency, realised on
software-side by our engine PipeFabric. But on hardware,
the latency needs to be measured with respect to bandwidth. As a note, when bandwidth boundary is reached
(e.g. 320GB/s for MCDRAM or 70GB/s for DDR4), latency on a core will increase due to longer time waiting for
data.
An important fact to consider for measurements is the
hardware prefetching mechanism. To speed up memory accesses, the hardware prefetcher predicts based on already
done instructions the next needed elements in memory and
loads them into cache. This leads to fast accesses when the
prediction was right. When measuring latency, this can result in much lower values than in real use cases, where memory accesses can become more random and unpredictable.
Table 1 shows idle latencies for both processors, that means
the time needed for memory accesses without competition.
Numbers are gained through MLC1 tool from Intel, allowing not only to disable hardware prefetching, but also finegrained control on test cases.
It can be seen that the latencies for KNL are worse than
on i7 processor. This is affected by slower clock speed and
internal manycore structure. Another observation is that
MCDRAM latency is worse than regular DDR memory access. At first appearance this can be surprising, but that
is because of measuring idling latency. When demand on
memory increases, e.g. more cores try to access memory at
the same time, MCDRAM latency will stay lower for more
simultaneous accesses as DDR memory would do. This allows more cores to fetch data from MCDRAM on measured
latency than on DDR, where the bandwidth limit is reached
very quick.
As summary, the generally higher latencies for Xeon Phi
should be kept in mind. The greater possible parallelization
degree has to catch up this disadvantage for gaining speedup
against multicore CPUs.

5.2

Insights for Stream Processing

Initially tests done on KNL as well as on i7 CPU show
worse performance when using a manycore processor, as
expected caused by slower clock speed and singlethreaded
execution. This changes fast when increased parallelism opportunities of KNL come into play. To point an example,
we picked our tuple generator from PipeFabric (see Section
1
https://software.intel.com/en-us/articles/intelr-memorylatency-checker [Online; accessed 05-May-2017]
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Our future work will focus on more optimization criteria
for Xeon Phi, exploring the influence on runtime through different approaches like using a threadpool or tuple exchange
mechanisms of operators. When a manycore processor can
contribute to better performance on stream processing, the
next question raises, how much better performance can become when fully adapting on underlying hardware. Especially when compared to todays main solution for throughput - distributed computing on clusters of multicore processors.

7.

Figure 3: Speedup for generating tuples
2.3) as source for the query, analyzing the speed of generating tuples for upcoming operators.
We measure singlethreaded tuple generation first on i7
processor and on KNL manycore. As it can be seen in Figure 3 (please note the logarithmic scale of runtime at y-axis),
the slow clock speed results in longer time needed to produce an equal amount of tuples. But with spreading out
tuple generation to as many threads as available (through
OpenMP) a notable speedup can be achieved.
With only little to produce (around a thousand tuples),
the parallelism through more threads generating tuples cannot catch up the delay of the overhead, leading to major
slow-downs on i7 as well as on KNL. This changes very
quickly, when more tuples are processed. On Xeon Phi,
the speedup gain is much higher than on i7 caused by more
threads generating tuples, exploiting the parallelization possibilities of a manycore architecture. Very soon the Xeon
Phi catches up to i7 and finishes continuously faster than
the multicore processor.

6.

REFERENCES

[1] B. Gedik, S. Schneider, M. Hirzel, and K.-L. Wu,
“Elastic Scaling for Data Stream Processing,” IEEE
TPDS, pp. 1447–1463, 2014.
[2] X. Yu, G. Bezerra, A. Pavlo, S. Devadas, and
M. Stonebraker, “Staring into the Abyss: An
Evaluation of Concurrency Control with One
Thousand Cores,” VLDB, pp. 209–220, 2014.
[3] V. Leis, P. Boncz, A. Kemper, and T. Neumann,
“Morsel-driven Parallelism: A NUMA-aware Query
Evaluation Framework for the Many-core Age,”
SIGMOD, pp. 743–754, 2014.
[4] J. Fang, R. Zhang, T. Z. Fu, Z. Zhang, A. Zhou, and
J. Zhu, “Parallel Stream Processing Against Workload
Skewness and Variance,” CoRR, 2016.
[5] M. Pinnecke, D. Broneske, and G. Saake, “Toward
GPU Accelerated Data Stream Processing,” GVDB,
pp. 78–83, 2015.
[6] T. Halfhill, “Intel Shows MIC Progress.”
http://www.linleygroup.com/newsletters/newsletter detail.php?num=4729, 2011. [Online; accessed
05-May-2017].
[7] C. Gregg and K. Hazelwood, “Where is the data? Why
you cannot debate CPU vs. GPU performance without
the answer,” in IEEE ISPASS, pp. 134–144, 2011.
[8] Colfax, “MCDRAM as High-Bandwidth Memory
(HBM) in Knights Landing Processors: Developer’s
Guide.” https://colfaxresearch.com/knl-mcdram/,
2016. [Online; accessed 05-May-2017].
[9] Colfax, “Guide to Automatic Vectorization with Intel
AVX-512 Instructions in Knights Landing Processors.”
https://colfaxresearch.com/knl-avx512/, 2016.
[Online; accessed 05-May-2017].
[10] Colfax, “Clustering Modes in Knights Landing
Processors.” https://colfaxresearch.com/knl-numa/,
2016. [Online; accessed 05-May-2017].
[11] X. Cheng, B. He, M. Lu, C. T. Lau, H. P. Huynh, and
R. S. M. Goh, “Efficient Query Processing on
Many-core Architectures: A Case Study with Intel
Xeon Phi Processor,” SIGMOD, pp. 2081–2084, 2016.
[12] S. Jha, B. He, M. Lu, X. Cheng, and H. P. Huynh,
“Improving Main Memory Hash Joins on Intel Xeon
Phi Processors: An Experimental Approach,” VLDB,
pp. 642–653, 2015.
[13] M. Lu, L. Zhang, H. P. Huynh, Z. Ong, Y. Liang,
B. He, and R. S. M. Goh, “Optimizing the MapReduce
Framework on Intel Xeon Phi Coprocessor,” in IEEE
Big Data, pp. 125–130, 2013.
[14] O. Polychroniou, A. Raghavan, and K. A. Ross,
“Rethinking SIMD Vectorization for In-Memory
Databases,” SIGMOD, pp. 1493–1508, 2015.

CONCLUSION AND FUTURE WORK

In this paper, we focus on improving data stream processing with modern hardware. Requirements of low latency
and high throughput raise the question if a manycore processor can contribute to better performance through its intense parallelization degree. Low clock speed and at most
average cache and memory latency of KNL compared to a
multicore CPU (as shown in Table 1) needs to be compensated through extended parallelism.
Observations on our SPE PipeFabric lead to different optimization criteria needed when adapting to manycore processor architecture. The increased number of threads for
exploiting parallelism efficiently intensifies delays through
synchronization on data transfer, therefore a better mechanism than locks should result in much better performance.
A thread pool is another important optimization, reducing
overhead of thread creation significantly. Careful fine tuning
is necessary when additional hardware opportunities come
into play, like scheduling threads to certain cores or using
high bandwidth memory. Finally, when utilizing all cores on
KNL maximizing available parallelism, it can surpass performance of a multicore CPU easily even with its higher
latencies to memory and cache.
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a formal way for representing the data mining flow, from data
preprocessing to mining results [3].

ABSTRACT
While data mining techniques are extensively applied in different
domains, the potential of semantic techniques to enhance the data
mining process is not yet fully used. This is true in general and
applies especially to association problems. In this paper, we
propose a framework to explore the benefits of semantic data
mining to a particularly challenging association problem, namely
the prediction of ecological community assembly. After
introducing our framework, we present first results of applying
association rule mining on species abundance data to extract
species co-occurrence patterns which will help in community
assembly prediction to show the general feasibility of using data
mining approaches to this class of problems. We then explain how
we will extend our system with semantic techniques to further
enhance result quality.

Biodiversity research is one of the disciplines that has
experienced a tremendous increase in available data. It aims to
study genetic diversity, species diversity, and ecosystem diversity.
Genetic diversity refers to the genetic variation and heritable traits
within organisms. Species diversity refers to the variety of living
organisms within an ecosystem, a habitat or a region. It is evaluated
by considering two factors: species richness and species evenness.
Ecosystem diversity refers to the variety of ecosystems in each
region of the world. An ecosystem is a combination of communities
- associations of species - of living organisms with the physical
environment in which they live (e.g., air, water, mineral soil,
topography, and climate) [9]. The biologist Edward O. Wilson,
known as the “father of biodiversity” said: “It is reckless to suppose
that biodiversity can be diminished indefinitely without threatening
humanity itself”. Considering the rapid loss in biodiversity we
evidence right now [1], understanding the mechanisms behind
biodiversity is crucial. Associations between species (like complex
food webs) are key factors for maintaining ecosystem stability.
However, environmental changes can produce adverse impacts on
species interactions to the threatening of ecosystem stability. Data
intensive approaches seem promising in capturing these complex
relationships [11]. One such example is the prediction of
community assembly. Recent work in this area studies how species
interactions could generate predictive patterns of species cooccurrence in communities (i.e., assembly rules) [8]. We believe,
that the relatively new techniques of data mining offer promising
ways to extract knowledge and patterns from large,
multidimensional and complex data sets [12]. These extracted
patterns provide new insights to scientists to answer biodiversity
questions. Therefore, a wider adoption of data mining techniques
in ecology and earth sciences can potentially improve the quality of
science. However, the full potential of data mining techniques in
ecology and earth sciences has not been fully achieved yet [24].

Categories and Subject Descriptors
H.2.8 [Information Systems]: Database Management- Database
Applications- Data mining; I.2.6 [Computing Methodologies]:
Artificial Intelligence- Learning- Knowledge acquisition

Keywords
Data mining, association rules, semantic, community assembly,
biodiversity, species co-occurrence.

1. INTRODUCTION
In recent years, the amount of available data in different domains
has grown exponentially creating the need for new methods to
access, manage and analyze these data [29]. Thanks to great
advances in data mining techniques on the one hand and knowledge
engineering on the other hand, semantic data mining approaches
have started to appear. Semantic data mining refers to the process
of involving semantics into the tasks of the data mining process.
Previous research efforts have shown the advantage of
incorporating such domain knowledge into data mining process. It
provides the tasks in the data mining process with additional
knowledge which enhances the output of these tasks, and provides

Our research work will focus on how to utilize different semantic
data mining techniques. We will use different biodiversity and
environmental data sources to support finding answers to important
research questions in that field. As our research work is in an early
stage, this paper will focus on our general framework and the initial
results.

1

29th GI-Workshop on Foundations of Databases (Grundlagen von
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This paper is organized as follows: the state of the art is presented
in the next section. Then our objectives and our initial proposed
architecture are presented. Finally, preliminary results are
illustrated and discussed.

tasks. The meta-path is a path that defines a composition of
relations between the set of terms on the path [23].

2.2

2. STATE OF THE ART
Applying data mining techniques in biodiversity research
integrates several research areas. However, in this paper, we focus
on two important aspects only: semantic data mining and to what
extent biodiversity research already benefits from these techniques.

2.1

Data Mining in Biodiversity

Recently, Ristoski and Paulheim [21] made a comprehensive
survey on about 100 publications in different domains. These
publications use semantic techniques with data mining and
knowledge discovery in different stages. As an example, they
showed how LOD can be used in different stages for building
content-based recommender systems. Their survey showed that,
even though there are numerous interesting research works
performed, the full potential of using semantics for data mining and
KDD is still to be achieved especially in association problems.

Semantic Data Mining

Data mining, also known as knowledge discovery from databases
(KDD), is the process of nontrivial extraction of implicit, and
potentially useful knowledge from data [6] or “the analysis of
(often large) observational datasets to find unsuspected
relationships and to summarize the data in novel ways that are both
understandable and useful to the data owner’’ [7]. The tasks
performed in the data mining process are knowledge intensive and
can often benefit from using domain knowledge from various
sources. Therefore, data mining may integrate techniques from
machine learning, knowledge engineering, artificial intelligence,
statistics, and other algorithms to analyze large and complex data
sets on the one hand and to extract the domain knowledge on the
other hand. Semantic data mining refers to data mining approaches
that systematically incorporate domain knowledge into all tasks of
the data mining process [3] as shown in Figure 1. Recently,
semantic data mining research has emphasized the positive
influence of domain knowledge on data mining. For example, the
preprocessing can benefit from domain knowledge that can help
filter out redundant or inconsistent data. During the searching and
pattern generating process, domain knowledge can work as a set of
prior constraints to help in reducing the search space and to guide
the search path. Furthermore, in the post processing, the discovered
knowledge/patterns can be cleaned [15,16] or made more visible by
encoding them formally [28].

Biodiversity research is an interdisciplinary research field that is
complex and very dynamic where new data from different sources
are being observed and created all the time. Especially, in ecology,
scientists study complex interactions between biotic and abiotic
systems to understand these interactions and make predictions for
biodiversity preservation and to answer biodiversity questions [24].
Based on our literature review, while data mining and KDD
techniques have been applied in various domains, they are not yet
fully utilized in biodiversity research. The authors in [9] provide
examples of data mining applications for biodiversity and
environmental studies. They showed that data mining can
successfully discover new results and information to help
environmental scientists to explain phenomena and to get new
insights. These results can be improved by semantically integrating
data and knowledge from different related application domains into
the data mining process. To that extent, our research work focuses
on developing innovative techniques utilizing the development in
knowledge engineering to solve association problems. We will
apply these techniques trying to answer biodiversity questions for
community assembly by integrating semantic data mining
approaches.
As far as we know, there is no research that automatically extracts
co-occurrence patterns in an ecosystem where different types of
species exist and uses these patterns to predict the community
assembly. Recently, Silvaet al. [22] developed a data mining
method for the analysis of multi-species in multi-scale form to
assist ecologists in the assessment of patterns of occurrences of
species in plant communities only. They allowed analysis of pairs
and groups of species, identifying species that indicate a positive
and negative co-occurrence in the same analysis. However, they
need more studies to determine how to use their method to prove
existing hypotheses in the field of plant communities. They plan to
work on the selection of another existing metric to evaluate the
generated co-occurrence patterns. Also, they recommend the
integration of domain knowledge in the process, considering the
reduction of the number of rules.

3. OBJECTIVES AND PROPOSED
APPROACH

Figure 1:overview of incorperating domain knowledge in data
mining

In an ecosystem, each species has a fundamental role in the circle
of life. Hence, all species interact and depend on each other based
on what each supply, e.g., food, oxygen, shelter, and soil
enrichment. These associations can be positive [17] or negative
[26]. These interactions produce one of the critical ecological
associations between any species which is co-occurrence [18].
Based on our literature review, and based on our discussions with

Based on our literature review, semantic data mining can be
classified based on how the domain knowledge (semantics) is
represented. Semantics can be represented by concept hierarchies
[10], knowledge bases [31], ontologies [19], graphs [13], Linked
Opened Data (LOD) [12], or meta-paths [23]. Meta-paths are a new
representation that has been designed for semantic data mining
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ecological scientists, we believe that it is quite difficult for
scientists to detect all these co-occurrence patterns or to predict the
existence of certain species manually.

data mining. Then, this will lead to the community assembly
prediction. Therefore, the process of semantic data mining will go
through the whole steps as shown in figure 1 taking into
consideration the extracted species co-occurrences patterns.

Despite all the progress achieved in the data mining area and after
considering that ecologists have long been researching effective
new methods [25] to understand the mechanisms of species cooccurrence, competition and distribution of species [27], we found
no research work using data mining techniques to automatically
extract co-occurrence patterns and using these patterns to predict
the existence of species then community assembly prediction.

4. PRELIMINARY RESULTS
Our research work is in an early stage and we started working on
the domain knowledge extraction process. One type of domain
knowledge that is relevant in our sample domain is information
about species interaction. This can be considered as semantic graph.
Once known, these interactions can be used for community
assembly prediction. Based on our proposed framework, we started
to extract patterns of co-occurrences of pairs and groups of species
in different communities. To obtain valid results, this analysis
should be done on different data sets on different taxa and levels,
land use, and ecosystem processes. Such a data set is available in
the information system of the Biodiversity Exploratories (BE) [4].
The Exploratories are a long term, large scale project funded by
Deutsche Forschungsgemeinschaft (DFG). The Exploratories use
the BExIS platform [14] for central data management. The large
collection of data sets in the BE BExIS is the result of research
activities by many scientists in different disciplines involved in
biodiversity science over the last ten years. We work on the
publicly available data, which is 117474 records containing 4692
different species (plantae, animalia, and fungi). Each of these
records contains information about a research plot and a specimen
observed on that plot.

To achieve this, our research objectives are as follows:
•

Taking advantage of the progress in data mining techniques to
apply complex analysis to extract hidden knowledge about
species co-occurrence.

•

Finding a (automatic or semiautomatic) methodology to
evaluate the extracted domain knowledge.

•

Incorporating the extracted domain knowledge into the
analysis process trying to answer scientists’ questions.

•

Applying the complete cycle of machine learning techniques
(training and testing) in our proposed framework.

Figure 2 shows the initial proposed framework to achieve our
research objectives. The core challenge in biodiversity data is the
diversity of data sources like abundance data, trait data, taxa,
images, publications, phylogenies, species interactions, and even
knowledge hidden in domain experts’ minds. In the domain
knowledge extraction process, hidden domain knowledge is
extracted and collected from different biodiversity data sources.
Then, this knowledge will be evaluated automatically or by a
domain expert. Biodiversity scientists will use the analysis
framework to answer their questions. This framework applies
semantic analysis techniques.

Association rule mining aims to discover frequent items from a
set of transactions, deriving rules from associations among the
items involved in each transaction [30], and these associations
could be positive or negative. A transaction refers to the set of
items in an operation, such as products purchased by a customer for
market basket analysis [2]. For species data, the species that exist
in the same plot form a transaction. Table 1 shows examples of
species transactions. A rule can be written as a logical statement
between two items, A (antecedent) and B (consequent). For
example,
sp-1→sp-3 can be explained as a positive association
or co-occurrence pattern where sp-1 and sp-3 exist together. On the
other hand, sp-1→(NOT)sp-4 can be explained as negative
association or co-occurrence where sp-1 and sp-4 do not exist
together.
Table 1. Examples of species transaction
Transaction

species

T1

sp-1, sp-2, sp-3

T2

sp-1, sp-3

T3

sp-2, sp-4

We apply association rule mining to extract species cooccurrences patterns. Our method was implemented with R [20]
and Apriori with package Arules [5]. This method follows the data
mining process tasks. During the selection and preprocessing task,
species occurrence data is selected. In the transformation task, the
data is transformed to fit the Apriori algorithm input format. Based
on the values of the parameters used in the algorithm, 6351 cooccurrence patterns are extracted. There are two types of cooccurrence, positive and negative.

Figure 2: Our proposed framework
Talking about our current stage, our initial focus is community
assembly prediction. Therefore, all domain knowledge that affect
the prediction process should be extracted. As a beginning step,
species co-occurrences patterns were extracted in the domain
knowledge extraction process, then these patterns should be
evaluated. At that point, the main goal for the analysis framework
will be the prediction of different species exitance using semantic

The quality of the extracted association rules can be evaluated by
several metrics. We used the following set of measures: support,
confidence, and lift [6]. For example, considering two species sp-1
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and sp- 2, the support is the probability P of transactions with both
species support (sp-1 → sp-2) = P (sp-1 ∪ sp-2). The confidence is
defined as the proportion with which item sp-1 is found in
transactions containing sp-2 and is defined as the conditional
probability conf (sp-1 → sp-2) = P (sp-1| sp-2). The lift is the
measure of importance of a rule and can be defined by
P (sp-1 ∪ sp-2) / (P (sp-1) *P (sp-2)). The lift measure is used to
differentiate between positive and negative co-occurrence. We set
the lift threshold to be >= 2 for positive co-occurrence.

As a next step, we will work on finding a better metric to evaluate
the extracted co-occurrence patterns taking domain knowledge into
consideration. Also, further studies will be made on integrating
domain knowledge on the evaluation of these extracted patterns.
On the other hand, we believe that these co-occurrence patterns
could be interpreted as not only pair associations, but also as a chain
of associations model like food consumption chains. These
interpretations help scientists to gain a better understanding and to
prove existing hypotheses.

Table 2 shows a sample of the extracted (positive and negative)
co-occurrence patterns. These patterns can be interpreted as a
network of species co-occurrence. Figure 3 shows a part of the
derived species interactions network.

5. CONCLUSIONS
The evolution of data mining and knowledge engineering help in
proposing new innovative methodologies to analyze large data sets.
However, in biodiversity research, the full potential of these
methodologies has not been fully achieved. Association problems
in data mining are considered one of the problems that require more
semantic involvement in extraction, and evaluation. On the other
hand, the prediction process will benefit from the semantic
involvement as well. Our research in its early stage, this paper
focuses on species co-occurrence patterns extraction. We believe
that using semantic data mining techniques in ecology will help to
answer biodiversity questions. We will work on finding better
methods to evaluate species co-occurrence patterns. Also, using
these patterns to predict community assembly. On the other hand,
we will work on extracting other hidden knowledge to enhance the
community assembly prediction process. Finally, an ontology that
defines the whole process of association extraction and prediction
could be another fruitful output. This ontology would guide users
in community assembly prediction.

Table 2. Sample of the extracted species co-occurrence patterns
Positive co-occurrence
Antecedent→ Consequent

Sup

Conf

Lift

Incana→ Cupressiforme

0.15

0.95

2.80

Cupressiforme→ Heterophylla

0.22

0.65

2.78

Aenea,Rutabulum→ Cupressiforme

0.14

0.98

2.88

Rutabulum, Sylvatica→ Incana

0.14

0.47

2.91

Rutabulum,Sylvatica, Heterophylla →
Cupressiforme

0.19

0.96

2.82

→

0.17

0.98

2.06

Excelsior,
Sylvatica

Odoratum,

Perennis

Negative co-occurrence
Incana → (NOT) Sylvatica

0.15

0.93

1.94

Pineti → (NOT) Rutabulum

0.12

0.94

1.92

0.14

0.94

1.96

Carthusiana,Cupressiforme→(NOT)
Sylvatica

0.14

0.90

1.90

Incana, Cupressiforme, Heterophylla
→ (NOT) Rutabulum

0.12

0.93

1.91

Incana, Aenea, Sylvatica →(NOT)
Rutabulum

0.11

0.93

1.90

Incana,
Cupressiforme
Sylvatica

→(NOT)
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